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1 Introduction

Support vector machines (SVMs) are a useful tool for learning classifiers or
function approximations from data [8, 15, 16, 2, 17, 3, 9]. One important inter-
pretation of SVMs is as an optimization problem in a reproducing-kernel Hilbert
space (RKHS) [20, 21]. Recently, prior knowledge in the form of inequalities
which must be satisfied over sets of the input space have been added to SVMs for
both classification [5, 4] and approximation [10, 12]. In particular, [12] treated
knowledge consisting of nonlinear inequalities imposed over arbitrary sets. How-
ever, these previous approaches did not consider the RKHS interpretation of the
function approximation problem. Instead, the kernel was treated simply as a
basis function which was used to generate a nonlinear function approximation.
In the present work, we will show that the Kimeldorf and Wahba representer
theorem [6] allows us to use the optimization techniques used by Mangasarian
and Wild [12] to add nonlinear prior knowledge to spline models using inequality
constrained splines [19, 20].

Section 2 reviews the prior knowledge formulation introduced in [12] and
shows how it may be converted into an infinite system of linear inequality con-
straints. These constraints are enforced via an inequality constrained spline
model in Section 3, where it is also shown that the resulting problem remains
an optimization problem in an RKHS. Computational results are reported in
Section 4. Section 5 concludes the paper and discusses avenues of future re-
search.

We describe our notation now. All vectors will be column vectors unless
transposed to a row vector by a prime ′. The scalar (inner) product of two
vectors x and y in the n-dimensional real space Rn will be denoted by x′y.
Note that this notation will be used only to denote the inner product in Rn, we
will use a different notation when we wish to denote the inner product in an
arbitrary RKHS. A vector of zeros in a real space of arbitrary dimension will
be denoted by 0. The notation A ∈ Rm×n will signify a real m× n matrix. For
such a matrix, A′ will denote the transpose of A, Ai will denote the i-th row
of A and A·j the j-th column of A. The identity matrix of arbitrary dimension
will be denoted by I.
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T will be used to denote an arbitrary input space. A kernel, K, is a sym-
metric positive definite mapping from T × T to R. H denotes an RKHS
associated with the reproducing kernel K. H is assumed to be of the form
H = H0 ⊕H1 where H0 is a q dimensional subspace of H spanned by the func-
tions {φ1, . . . , φq}, H0 and H1 are orthogonal, and ⊕ denotes the direct sum.
For f ∈ H, Pif denotes the projection of f onto Hi, i ∈ {0, 1}. The inner
product between two elements, f ∈ H, and g ∈ H will be denoted by 〈f, g〉.
The square of the two-norm of an element g ∈ H, 〈g, g〉, will be written ‖g‖2.
A functional, denoted by a (subscripted) capital letter, is a mapping from H
to R. All the functionals considered here are bounded linear functionals, which
means that each functional L has a representer, η ∈ H such that for f ∈ H,
Lf = 〈η, f〉 [1]. Furthermore, since H is an RKHS with reproducing kernel K,
for each functional L, its representer η can be written η(s) = 〈η, K(s, t)〉, for a
fixed t ∈ T .

∼ will be used to denote the distribution of a random variable. The abbre-
viation s.t. stands for “subject to.”

2 Nonlinear Knowledge as a System of Inequal-
ities

The basic problem under consideration here is to find a function f ∈ H, f :
T −→ R, where H is some RKHS, T is the input space, and R is the real line.
Data consisting of given exact or approximate values of f for n points in T will
be used to construct the approximation, along with prior knowledge expressed
by the following implication:

g(x) ≤ 0 =⇒ f(x) ≥ h(x), ∀x ∈ Γ ⊂ T , (1)

where g : Γ −→ Rk determines the region in the input space on which the
approximating function f must be larger than some known function h : Γ −→ R.
We note that implication (1) is equivalent to the following system of equations
having no solution x ∈ Γ:

g(x) ≤ 0, f(x) − h(x) < 0. (2)

This equivalence can be used to convert (1) into a system of inequalities which
can be incorporated into the inequality constrained spline problem. This con-
version is possible by [12, Theorem 2.1], which we restate here using our current
notation:

Theorem 2.1. Prior Knowledge as a System of Inequalities. For a fixed
f ∈ H, the following are equivalent:

(i) The implication (1) holds, or equivalently the system (2) holds.

(ii) There exists v ∈ Rk, v ≥ 0 such that:

f(x) − h(x) + v′g(x) ≥ 0, ∀x ∈ Γ, (3)
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where it is assumed for the implication (i) =⇒ (ii) that g, and f are
convex on Γ, h is concave on Γ, Γ is a convex subset of T , and T is some
m-dimensional Euclidean space Rm. However, no assumptions are needed
for the implication (ii) =⇒ (i).

It is important to note that in the application of Section 3, only the fact
that (ii) =⇒ (i) is needed, which means that no assumptions whatsoever on
T , Γ, g, h, or f are needed. We note further that the procedure described in
this section can be used to represent fairly complex knowledge, such as f being
equal to any desired function when g(x) ≤ 0.

In the next section, we show how Theorem 2.1 can be applied add knowledge
to spline models.

3 Nonlinear Knowledge and Inequality Constrained

Spline Models

We consider the inequality constrained spline problem:

min
f∈H

1
n

n∑
i=1

(Lif − yi)2 + λ‖P1f‖2

s.t. Njf ≥ rj , j = 1, . . . , k.
(4)

The data follows the model yi = Lif + εi, i = 1, . . . , n, where ε ∼ N(0, σ2I).
We will use the inequality constraints Njf ≥ rj , j = 1, . . . , k to enforce the
prior knowledge discussed in Section 2. Letting Nx be the evaluation functional
for x ∈ T , implication (1) becomes

g(x) ≤ 0 =⇒ Nxf ≥ h(x), ∀x ∈ Γ. (5)

By Theorem 2.1, it is sufficient to find v ∈ Rk such that

Nxf − h(x) + v′g(x) ≥ 0, ∀x ∈ Γ. (6)

These constraints can be added to the problem (4) to obtain the knowledge-
based spline problem:

min
f∈H, v∈Rk

1
n

n∑
i=1

(Lif − yi)2 + λ‖P1f‖2

s.t. Nxf ≥ h(x) − v′g(x), ∀x ∈ Γ
v ≥ 0.

(7)

We observe that the optimization problem has an infinite number of constraints,
therefore the following approximation of the problem is solved:

min
f∈H, v∈Rk

1
n

n∑
i=1

(Lif − yi)2 + λ‖P1f‖2

s.t. Njf ≥ h(xj) − v′g(xj), j = 1, . . . , �
v ≥ 0,

(8)
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where Nj is the evaluation functional for xj , and {x1, . . . , x�} is a discrete
approximation of Γ. It remains to show the following:

Theorem 3.1. The solution of the optimization problem (8) has the form

f∗ =
n∑

i=1

ai
∗ξi +

�∑
i=1

bi
∗ρi +

q∑
i=1

di
∗φi, (9)

where for ηi and χj, the representers of Li and Nj, respectively, ξi = P1ηi and
ρj = P1χj, i = 1, . . . , n, j = 1, . . . , �. Furthermore, a∗, b∗, and d∗ solve the
following quadratic program:

min
a∈Rn,b∈R�,d∈Rq,v∈Rk

‖Σ11a + Σ12b + T 1d − y‖2 + nλ

(
a
b

)′ (Σ11 Σ12

Σ12′ Σ22

) (
a
b

)

s.t. Σ12
·j

′
a + Σ22

j b + T 2
j d ≥ h(xj) − v′g(xj), j = 1, . . . , �

v ≥ 0,
where (Σ11)ij = 〈ξi, ξj〉,

(Σ12)ij = 〈ξi, ρj〉,
(Σ22)ij = 〈ρi, ρj〉,
(T 1)ij = 〈ξi, φj〉,
(T 2)ij = 〈ρi, φj〉.

(10)

Proof. The result is a straightforward extension to the representer theorem of
Kimeldorf and Wahba [6]. For concreteness, we sketch the argument here. Note

that since f∗ ∈ H, it can be written f∗ =
n∑

i=1

ai
∗ξi +

�∑
i=1

bi
∗ρi +

q∑
i=1

di
∗φi + ω∗,

where ω∗ ∈ H1 is orthogonal to ξi, i = 1, . . . , n and ρi, i = 1, . . . , �. Plugging
f∗ into problem (8) we obtain the objective value

1
n

n∑
i=1

(〈ηi, f
∗〉 − yi)2 + λ〈P1f

∗, P1f
∗〉. (11)

Observe that 〈ηi, ω
∗〉 = 0 since ηi = P0ηi+P1ηi and ω∗ is orthogonal both to H0

and to ξi = P1ηi. Therefore, without taking the constraints into consideration,
the objective attains a minimum value only if 〈ω∗, ω∗〉 = 0, that is, when ω∗ = 0.
It remains to show that the constraints do not involve ω∗. Consider the j-th
constraint at f∗:

〈χj , f
∗〉 ≥ h(xj) − v′g(xj). (12)

Again, 〈χj , ω
∗〉 = 0 by the construction of ω∗. Thus f∗ is a minimum only if

ω∗ = 0. Therefore, f∗ has the form given by (9), and plugging in to (8) shows
that the coefficients a∗, b∗, and c∗ must solve (10).

Thus, we can obtain a solution to (an approximation of) the knowledge-
based spline problem (7) by finding the solution of the quadratic program (10).
This quadratic program has a convex objective and linear constraints, so a
global solution can be found efficiently using available general purpose quadratic
programming software.
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Remark 3.2. Although we develop the theory here with Nj an evaluation func-
tional, j = 1, . . . , �, the results hold when each Nj is any bounded linear func-
tional, which allows more complicated prior knowledge to be expressed.

Remark 3.3. Here, we add prior knowledge to the smoothing spline problem.
However, note that a similar theorem can be given for the formulation in [12],
provided that the points in the discretization of Γ are added to the basis of the
learned function. That is, the representers corresponding to Nj must appear in
the definition of f . If this step is taken, then the proof is analogous to that of
the theorem given here.

We turn now to our computational results.

4 Numerical Experience

The focus of this paper is mainly to provide an interpretation of [12] as an
optimization problem in an RKHS. However, to illustrate the capabilities of
nonlinear knowledge with splines, we report results on a synthetic dataset, as
well as on the Wisconsin Prognostic Breast Cancer Database, available from
[13]. These datasets are used to demonstrate the behavior of the model when
knowledge is applied.

All results were obtained using an implementation of a knowledge-based
cubic smoothing spline in the R programming language [14], with the code for
generating the kernel matrices written in C++, and the quadprog package [18]
used to solve the optimization problems. The computations were carried out
on a 550 MHz PowerPC G4 processor running Mac OS X 10.3 with 768 MB of
RAM. Complete source code, along with documentation, is available from [22].

4.1 One-Dimensional sin Example

This first example illustrates the application of nonlinear knowledge using the
following 26 points:

f(
j

51
) = sin(

2πj

51
), j = 26, . . . , 50. (13)

Figure 1 shows a plot of the data, and a knowledge-based spline model fit to
the data using the following prior knowledge:

sign(x − 1
2
) ≤ 0 =⇒ f(x) ≥ sin(2πx), ∀x ∈ (0, 1). (14)

This implication expresses the prior knowledge that if x ≤ 1
2 , then the learned

function, f(x), should dominate sin(2πx) for all x between 0 and 1. This knowl-
edge was applied at 50 equally spaced points between 0 and 1 using Theorem
2.1. The smoothing parameter, λ, was set to 10−7.
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Figure 1: The data given by Equation (13) and an approximation based on that data
and the knowledge expressed in the implication (14). The circles represent the given
data, while the solid line represents the approximation. For reference, the function
sin(2πx) is given as a dotted line.

Figure 2 shows a plot of the data given in (13), and a knowledge-based spline
model fit to the data using the following prior knowledge:

sign(x − 1
2
) ≤ 0 =⇒ f(x) ≤ sin(2πx), ∀x ∈ (0, 1). (15)

This implication expresses the prior knowledge that if x ≤ 1
2 , then the learned

function, f(x), should be dominated by sin(2πx) for all x between 0 and 1.
This knowledge was applied at 50 equally spaced points between 0 and 1 using
Theorem 2.1. The smoothing parameter, λ, was set to 10−7.

4.2 Predicting Lymph Node Metastasis

We close our discussion of numerical results with a potentially useful applica-
tion of nonlinear knowledge to breast cancer prognosis [11, 23, 7]. An important
prognostic indicator for breast cancer recurrence is the number of metastasized
lymph nodes under a patient’s armpit, which could be as many as 30. To ob-
tain this number, a patient must optionally undergo a potentially debilitating
surgery in addition to the removal of the breast tumor. Thus, it is useful to
approximate the number of metastasized lymph nodes using available infor-
mation. The Wisconsin Prognostic Breast Cancer (WPBC) data [13] contains
information on the number of metastasized lymph nodes for 194 breast cancer
patients, as well as thirty cytological features obtained by a fine needle aspirate
and one histological feature, tumor size, obtained during surgery. Mangasarian
and Wild demonstrated in [12] that a function that approximated the number
of metastasized lymph nodes using tumor size could be improved by using prior
knowledge.

We show preliminary results that illustrate the effect of adding prior knowl-
edge to cubic smoothing splines on this prediction task. Following [12], we split
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Figure 2: The data given by Equation (13) and an approximation based on that data
and the knowledge expressed in the implication (15). The circles represent the given
data, while the solid line represents the approximation. For reference, the function
sin(2πx) is given as a dotted line.

the data into two groups, a “past data” set containing 20% of the data which
will be used only to obtain prior knowledge, and a “present data” set containing
the remaining 80% of the data which will be used for evaluation. In fact, we use
the same split as [12]. We then use the past data to obtain the following prior
knowledge:

p(x) ≥ 1 =⇒ f(x) ≥ f1(x), (16)

where p(x) is the result of using the density command of R on the past data,
and f1(x) is a cubic smoothing spline obtained using icfit [22] on the past
data. Intuitively, this knowledge states that in regions where the past data is
dense, then the true function should dominate the estimate of the past data.
This procedure is designed to simulate a situation in which an expert provides
prior knowledge based on past experience that is to be applied to the current
situation.

Figure 3 shows a plot of the present WPBC data, the fit f1 to the past data,
a fit using iccss [22] to the present data without prior knowledge, and a fit
using nkcss [22] with the prior knowledge of (16). In both iccss and nkcss, λ
was set to 0.1, and the knowledge used by nkcss was imposed at 100 equally
spaced points on [0, 1

2 ]. Observe how the fit using the past data dominates f1

on a greater section of the input region. We have obtained an approximate
GCV score for the fit with knowledge by fixing v for each λ and using the
same procedure as for an inequality constrained spline, and observed that it is
slightly smaller than the GCV score for the fit without knowledge. However, the
fit without knowledge is a slightly better fit to the data. In general, no definitive
results were reached as to whether adding prior knowledge could improve the
cubic smoothing spline in this task. An interesting path of future research would
be to attempt to apply exactly the prior knowledge that was seen to be useful
in [12], which involved a Gaussian kernel approximation rather than a cubic
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Figure 3: The present WPBC data, the fit to the past data, f1, represented as a
dotted line, a fit to the present data without knowledge represented as a dashed line,
and a fit to the present data with the prior knowledge of (16) represented by a solid line.
Unfortunately, the dashed and dotted lines are not easily to visually distinguish. At
x = 0.8, from top to bottom, the approximations are the fit to the past data, the fit with
knowledge, and the fit without knowledge.

smoothing spline model.

5 Conclusion and Outlook

We have investigated a recent advance that incorporated a very general form
of prior knowledge into function approximation, and placed the result in the
context of an optimization problem in an RKHS. We note that under some
assumptions, the knowledge implication (1) can be applied exactly to a spline
model, and that under no assumptions whatsoever the stronger statement (3)
can be applied. We have provided computational results that illustrate the
behavior of our approach.

One interesting extension to the present work would be to consider the case
when the functionals used in the knowledge implication are not limited to being
evaluation functionals. In some situations, for example, the approach described
here could be used to state that on some region of the input space, the integral
or derivative of the target function should be equal to some arbitrary nonlin-
ear function. Other important areas for future work include applying these
techniques to new datasets, using different models such as multivariate spline
models, and improving computational efficiency.
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