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1. Introduction

Intensity modulated radiation therapy (IMRT) allows tailored doses of radiation to be

delivered to a cancer patient, with the aim of killing the tumor while sparing surrounding

critical structures and normal tissue. After dividing the aperture through which the

radiation is delivered into small rectangular regions, thus dividing each beam into so-

called “beamlets,” treatment planning procedures find the set of beamlet weights that

most closely match the dose requirements prescribed by an oncologist. Optimization

techniques have proved to be useful for determining optimal beamlet weights. The

increasing power and efficiency of these methods has allowed greater refinement and

tuning of treatment plans.

A critical role in treatment planning is played by the dose matrix, in which each

entry describes the amount of radiation deposited by a unit weight (intensity) from a

particular beamlet into a particular voxel in the treatment region (see subsection 2.1).

Given the properties of the treatment region and the beamlet source and orientation,

the dose matrix is calculated by techniques such as convolution/superposition or Monte
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Carlo. These are numerical/statistical techniques that give approximate results, and

hence are one source of uncertainty in the problem.

The treatment planning process contains other inherent uncertainties, such as

patient setup errors, the location of the tumor and vital organs and their movement

during the treatment period, and location of microscopic extensions to the tumor.

Existing literature for uncertainty in treatment planning considers mostly organ

movement and setup errors (Leong 1987, Beckham, et al. 2002, Stapleton, et al. 2005,

Baum, et al. 2005, Chu, et al. 2005). In practice, organ movement is often dealt with

by the conservative strategy of defining a margin around the expected tumor location

and prescribing a high dose for this expanded region. (See our discussion of planning

tumor volume (PTV) and clinical tumor volume (CTV) in subsection 2.1.) Setup errors

can be dealt with in a similar manner. Alternative approaches are described in Leong

(1987), Beckham et al. (2002), and Stapleton et al. (2005), where the uncertainty

in setup is incorporated into the dose matrix calculations. Recent research (Chu

et al. 2005, Unkelbach & Oelfke 2004) has modeled organ movement also as uncertainties

in the dose matrix. We discuss these approaches further in subsection 2.3.

The focus of this paper is not, however, on techniques for expressing the various

uncertainties in the problem through the dose matrix. Rather, we assume the problem

formulation with uncertain dose matrix is given, and discuss techniques for setting up

and solving robust optimization formulations of this problem. By making an assumption

as to the nature of the dose uncertainty (namely, that each entry of the dose matrix

is a normally distributed random variable with known mean and variance, independent

of other entries), we use robust optimization techniques to devise treatment planning

schemes in which we can exercise control over such planning goals as lower and upper

bounds to the dose to certain voxels. We believe that this methodology represents a

significant advance over techniques in which the uncertainty is ignored, as the beamlet

weights calculated from such plans may result in unacceptable underdosing of tumors

and overdosing of critical regions when the actual realization of the dose matrix differs

appreciably from its expected value.

We also present an algorithmic advance. Like Chu et al. (2005), we consider a robust

formulation of the basic linear programming model that gives rise to a second-order cone

programming (SOCP) formulation. (We call it a “reliable-constraint” formulation and

discuss it in section 3.) As we mention in subsection 3.3, we have found that this SOCP

can be solved efficiently via a novel sequential linear programming approach, rather than

by directly applying software for SOCP, whose computational requirements are much

greater.

The remainder of this paper is structured as follows. In section 2, we outline

the underlying LP formulation of the treatment planning problem used in this study

and discuss the nature of the uncertainty in the dose matrix. Section 3 introduces

robust and reliable formulations of linear programming problems, in a general context,

and discusses techniques for solving them. Section 4 applies these formulations to the

treatment planning problems of section 2, and adds a heuristic for enforcing uniformity
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among the beamlet weights. Finally, section 5 discusses computational results for a

medium-scale treatment planning problem. Conclusions and possible future research

directions are discussed in section 6.

2. Linear Programming Formulations of IMRT

We start this section by introducing background material for IMRT planning and the

notation used in this paper in subsection 2.1. Subsection 2.2 describes the underlying LP

formulation used in this paper, while uncertainty in the dose matrix and the consequent

motivation for robust formulations is described in subsection 2.3.

2.1. Background and Notation

For planning purposes, the treatment region in the patient’s body is divided into regions

known as voxels, indexed as i = 1, 2, . . . , m. Each of the apertures through which

radiation can be delivered into the patient’s body from various angles is divided into

rectangular beamlets, which we index as j = 1, 2, . . . , n. The dose of radiation delivered

to voxel i by a unit weight (intensity) in beamlet j is denoted by Dij; these quantities

can be assembled into a dose matrix D of dimension m× n. After assembling the voxel

doses xi into a vector x and the beamlet weights wj into a vector w, we have the following

linear relationship:

x = Dw. (1)

In most approaches to IMRT treatment planning, the beamlet weight vector w is the

variable in the optimization formulation. Clinical data sets used in the computational

experiments of Hou, et al. (2003), Llacer, et al. (2003), Alber & Reemtsen (2004), and

Zhang, et al. (2004) typically involve 1000 to 5000 beamlets and up to 100000 voxels.

In treatment planning, the set of voxels {1, 2, . . . , m} is partitioned into one or

more target volumes T , one or more critical structures C, and a region of normal tissue

N . The target volume is often subdivided into a clinical tumor volume (CTV), which

is the region most likely to be tumor, and a planning tumor volume (PTV), which is

a larger volume surrounding the CTV. The PTV is larger both to take into account

some organ movement but also because there is a chance that the tumor has spread into

that region but is not yet detectable there. The critical voxels, denoted by C, are those

that are part of a sensitive structure (such as the spinal cord or a vital organ) that we

particularly wish to avoid irradiating. Normal voxels, denoted by N , are those in the

patient’s body that fall into neither category. Ideally, normal voxels should receive little

or no radiation, but it is less important to avoid dose to these voxels than to the critical

voxels.

Generally, a dosimetrist tries to devise a plan in which the doses to target voxels

are close to a specified value and/or within a given range, while constraints of different

types are applied to discourage excessive dosage to critical and normal regions.
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2.2. The Nominal Linear Programming Formulation

In the following LP formulation, we introduce some additional notation. xL
T and xU

T

denote lower and upper bounds to the doses to the target voxels, while dT represents

the target dose to these voxels. The overdose to target voxels is denoted by the vector

v, while t represents the underdose to these voxels. The vector b represents a set of

threshold values for doses to critical voxels, such that a penalty applies for the dose xE

in excess of b to these voxels. Penalties for doses to normal voxels, excess doses to critical

voxels, and overdose and underdose to target voxels, are denoted by cN , cE , cv, and ct,

respectively. The dose matrix D is divided into three row submatrices DT ∈ IR|T | × n,

DN ∈ IR|N| × n, and DC ∈ IR|C| × n, corresponding to the treatment volumes T , N , and C,
respectively. Accordingly, the dose vector can be partitioned as xT = DT w, xN = DNw,

and xC = DCw.

The formulation is as follows:

min
w,xE ,v,t

cT
NDNw + cT

E xE + cT
v v + cT

t t s.t. (2a)

DT w ≥ xL
T (2b)

DT w ≤ xU
T (2c)

xE ≥ DCw − b, (2d)

v ≥ DT w − dT , (2e)

t ≥ dT −DT w, (2f)

w, xE , v, t ≥ 0. (2g)

A similar formulation appeared in Ólafsson & Wright (2006), but we have added

here (2e) and (2f) to enforce greater fidelity of the dose to the prescription in the target

region. The upper and lower bounds on target voxels ((2b) and (2c)) enforce rigor on

the plan. The formulation is quite flexible, as the bounds and penalties can vary from

voxel to voxel and, in particular, the penalty for overdosing a voxel can be different from

the penalty for underdose. The threshold b and penalty cE for excess doses to the critical

voxels can be manipulated to ensure that dose-volume (DV) constraints are satisfied.

We particularly emphasize the bound constraints (2b) and (2c) which, in this study,

we wish to satisfy even in the face of uncertainty in the components of the dose matrix

D.

The first published usage of LPs in radiation treatment planning was the work by

Klepper (1966) and Bahr, et al. (1968). Since then, numerous papers involving linear

programs for radiation treatment planning have been published, see for example Hodes

(1974), Morrill, et al. (1990), Langer, et al. (1990), and Rosen, et al. (1991). The linear

models vary both in terms of objectives and constraints. For more recent work, see

the surveys by Shepard, et al. (1999) and Reemtsen & Alber (2004) and the references

therein.
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2.3. Robust Formulations: Motivation

In this work, we treat the unit dose Dij from beamlet j to voxel i as a random variable,

independent of the other dose matrix entries, and normally distributed with known mean

D̃ij (which we sometimes call the “nominal” value) and variance σ2
ij. In this section, we

discuss the validity of this assumption, and outline our motivation for taking uncertainty

into account in treatment planning.

A key step in treatment planning is calculation of the dose matrix D. The two

most accurate methods today are the convolution/superposition method (see Lu, et al.

(2005)) and the Monte Carlo method (see Ma, et al. (1999), Jeraj & Keall (1999), and

Sempau, et al. (2000)). A general discussion of existing dose calculation methods can be

found in the report of Intensity Modulated Radiation Therapy Collaborative Working

Group (2001). As described by Kowalok (2004, Chapter 2), the dose in each voxel

calculated from a Monte Carlo simulation is normally distributed. The variance can be

approximated by a sample variance arising from the generation procedure.

As mentioned earlier, some recent works have formulated other types of uncertainty

as dose matrix uncertainty. We mention in particular Chu et al. (2005), who consider

the effect on dose distribution of organ movement from one delivery fraction to the

next. They too consider the total dose to each voxel to be normally distributed.

As justification, they note that since each voxel dose in each treatment fraction

is a random variable, identically distributed, their sum is approximately normally

distributed, according to the central limit theorem. They acknowledge that the

assumption of identical distribution is not rigorous, as during treatment we would

expect systematic changes in patient anatomy, such as tumor shrinkage. Still, this

formulation methodology can be incorporated into the dose matrix uncertainty of the

kind we consider in this paper.

In some places in our robust LP formulation, it may be adequate to use the nominal

values D̃ij of the dose matrix, because the uncertainty is not critical. For example, the

excess dose xE is needed only to compute a penalty term in the objective, so it is

acceptable to use the nominal value of the matrix DC in defining xE via the constraints

(2d). Similar comments apply to the definition of v and t via (2e) and (2f). However,

our knowledge of uncertainty should be exploited in handling the constraints (2b) and

(2c). If nominal values are used here, we may find that the solution of (2.2) is seriously

deficient in practice because, for the actual realization of the constraint matrix DT , there

may be unacceptable underdosing and/or overdosing of target voxels. In this study, we

apply robust optimization techniques to these constraints to ensure that the expected

amount of underdosing and overdosing falls below some specified level.

We give additional details on the formulation below, after discussing our approach

to formulating and solving robust LPs in a more general setting.



Efficient Schemes for Robust IMRT Treatment Planning 6

3. Robust Linear Programming: Formulation and Solution

In this section we describe robust formulations of linear programming, focusing on

approaches most relevant to the application described in section 2. For ease of

description we use a general formulation of the LP problem.

3.1. Parametrized Robust Formulations

We consider the following LP formulation:

min cT z subject to Az ≤ b, Cz ≤ d, (3)

where some of the components of A are not known with certainty. We assume that the

objective cT z and the other constraints Cz ≤ d are to be imposed “deterministically,”

either because the data b, c, C, and d is certain, or because there is not much to be

gained from the application or modeling perspective by accounting for the uncertainty

in these quantities.

Assuming that the matrix A has dimensions m× n, the constraints Az ≤ b can be

written as follows:
n∑

j=1

aijzj − bi ≤ 0, i = 1, 2, . . . , m. (4)

We assume that aij are independent normally distributed random variables with mean

ãij and variance σ2
ij. Since the sum

∑n
j=1 aijzj is a linear function, the expected value is

µi =
n∑

j=1

ãijzj, (5)

whereas, because of independence, the variance is

σ2
i =

n∑
j=1

σ2
ijz

2
j . (6)

We do not seek a solution that is “robust” in the formal sense that the constraints

(4) are satisfied for all possible realizations of the uncertain coefficients aij (which

would be uninteresting in any case, as we cannot confine the aij to any finite range

with certainty). Rather, we consider “almost-reliable” formulations, which require that

certain constraints are satisfied, individually or collectively, to some specified level of

certainty. (Our use of terminology in this regard follows Ben-Tal & Nemirovski (2000).)

Specifically, we consider two almost-reliable formulations.

In the first formulation (see Ben-Tal & Nemirovski (2000, Section 3.1)), we choose

a parameter Ω and write the robust version of (4) as follows:

n∑
j=1

ãijzj + Ω

√√√√
n∑

j=1

σ2
ijz

2
j − bi ≤ 0, i = 1, 2, . . . , m. (7)

Constraint i in (4) will be violated with probability

Pi(Ω) = 1− Φ


bi −

∑n
j=1 ãijzj(Ω)√∑n

j=1 σ2
ijzj(Ω)2


 (8)
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where z(Ω) solves (7) for a given value of Ω and Φ is the cumulative distribution function

for the N(0, 1) distribution. Because of (7), the argument of Φ is bounded below by

Ω, so the probability of violation can be decreased by increasing the value of Ω. (For

example, Ω = 3 ensures that each i is satisfied with a probability of at least .9986.) We

could fix Ω at a certain value, or we could find a value that achieves some other goal, for

example, that the total expected number of violated constraints is at certain level. We

refer to the second-order cone program (SOCP) in which (7) replaces the constraints

Az ≤ b in (3) as the reliable-constraint formulation.

The term involving Ω in (7) essentially decreases the bound bi to allow a margin

of safety. In problems in which each of the constraints i in (4) is similar in nature, it

might be more appealing to shift the bi’s by a constant amount, which motivates the

following alternative formulation for the uncertain constraints:
n∑

j=1

ãijzj + s− bi ≤ 0, i = 1, 2, . . . , m, (9)

where s is a scalar parameter. The probability of violation for constraint i is again the

quantity Pi defined by (8). We refer to the LP in which (9) replaces the constraints

Az ≤ b in (3) as the shifted-constraint formulation. Again, we could fix s at some value

(in which case we simply shift the right-hand side of the constraints Az ≤ b and solve a

modified LP), or we could seek a value of s that achieves some other goal, as mentioned

above.

Denoting the number of violated constraints by the random variable V , we have

that the expected number of violations is given by

E[V ] =
m∑

i=1

Pi = m−
m∑

i=1

Φ


bi −

∑n
j=1 ãijzj√∑n

j=1 σ2
ijz

2
j


 , (10)

where z depends on either Ω or s, depending on which formulation we use. We can

ensure that this quantity hits a specified target by solving a rather complicated scalar

equation in the variable s or Ω.

3.2. Solving the Shifted-Constraint Formulation

We now outline a technique for choosing the scalar parameter s in the shifted-constraint

formulation in which (9) replaces the constraints Az ≤ b in (3), to ensure that the

expected number of violated constraints hits a certain specified target, which we denote

by NV . Using (10), we formulate this problem as one of finding the root of the following

scalar function:

f(s) = m−
m∑

i=1

Φ


bi −

∑n
j=1 ãijzj(s)√∑n

j=1 σ2
ijzj(s)2


−NV , (11)

where we have indicated explicitly the dependence of z on the parameter s. If f(0) < 0,

then by solving the original problem (3) with each aij replaced by its expected value ãij,

the expected number of constraint violations is less than NV , so we can set s = 0 and
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quit. In most applications of interest, however, we would expect f(0) > 0. Moreover, as

s→∞, either the problem becomes infeasible, or else E[V ]→ 0 and f(s)→ −NV . In

most cases, therefore, we can define a scalar rootfinding procedure in which we supply

an upper bound ŝ with f(ŝ) < 0, and seek a root of (11) in the interval (0, ŝ). We have

found that

ŝ = 2 max
i=1,2,...,m

√√√√
n∑

j=1

σ2
ijzj(0)2

is usually adequate for this purpose.

Algorithm 1 defines a golden-section search method, modified to search for a root

instead of the minimum of a scalar function. The more standard version of finding a

minimum can be found in Bertsekas (1995, p. 605-606).

Initialize s1 = 0, s2 = ŝ;

Set convergence tolerance δ and fix τ = (3−
√

5)/2;

Let s3 = s1 + τ(s2 − s1);

Let s4 = s2 − τ(s2 − s1);

for k=1,2,3,4 do
Solve (3) with b← b− ske (where e = (1, 1, . . . , 1)T ) to find z(sk);

Calculate f(sk) from (11);

end

Set s = s4;

while |f(s)| > δ do

if f(s3) > 0 then
Let s1 = s3, f(s1) = f(s3), s3 = s4, and f(s3) = f(s4);

Let s4 = s2 − τ(s2 − s1);

Let s = s4;
else if f(s4) < 0 then

Let s2 = s4, f(s2) = f(s4), s4 = s3, and f(s4) = f(s3);

Let s3 = s1 + τ(s2 − s1);

Let s = s3;
end

Solve (3) with b← b− se and calculate f(s) from (11);

end
Algorithm 1: Golden-section search for finding root of f(s).

3.3. Solving the Reliable-Constraint Formulation

It has been noted that the reliable-constraint formulation of the general linear program

(3), in which the constraints Az ≤ b are replaced by the robust equivalents (7), gives rise

to an SOCP when the scalar Ω is fixed. Solution of SOCPs using interior-point methods

has been a fruitful area of research in recent years, and good software is available; see, for

example Sturm (1999), Tütüncü, et al. (2001), and the MOSEK User Manual (MOSEK
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Aps 2005). However, the computation time is usually significantly higher than for a

linear program of similar dimensions.

We have found that a sequential linear programming technique can often be used

effectively in place of SOCP software. The technique starts by making an estimate of

the solution by solving the nominal LP (3). A new estimate z+ is obtained by solving

the reliable-constraint formulation in which the components of z+ in the square-root

term of (7) are replaced by the corresponding components of the initial estimate z. To

be specific, we solve the following problem for z+:

min
z+

cT z+ subject to Cz+ ≤ d,

n∑
j=1

ãijz
+
j + Ω

√√√√
n∑

j=1

σ2
ijz

2
j − bi ≤ 0, i = 1, 2, . . . , m.

We then set z ← z+ and re-solve this system repeatedly, terminating when ‖z − z+‖/‖z‖
becomes sufficiently small.

If we wish to choose Ω so that the expected number of constraint violations achieves

a certain target, we can embed the technique above in a one-dimensional search like the

one described in the previous subsection, yielding two levels of iteration. It is possible

to merge these two levels of iteration, adjusting both Ω and the version of z used in the

square-root terms of the constraint before solving each linear program, but the heuristic

for merging must be designed carefully to prevent instability.

4. Robust Formulations of IMRT

In this section we discuss the application of the shifted-constraint and reliable-constraint

formulations of section 3 to the IMRT formulation discussed in section 2. Note that we

model the uncertainty only in the dose to the target DT , in constraints (2b) and (2c),

applying the formulation techniques of section 3 to these upper and lower bounds. In

subsections 4.1 and 4.2 we describe how a slightly customized form of the approaches

of subsections 3.2 and 3.3 can be used to solve this problem. We also describe a simple

heuristic that can be used in conjunction with both formulations to find a “smoothed”

solution in which the distribution of beam weights is uniform.

4.1. Shifted-Constraint Formulation

For the shifted-constraint formulation, we apply shifts to the right-hand sides of these

constraints to control the expected number of violations of each of them. That is, just

as we replace Ax− b ≤ 0 in the general LP formulation by (9) and seek the appropriate

value of s, so we replace (2b) and (2c) by the following two constraints:

DT w ≥ xL
T + sLe (12a)

DT w ≤ xU
T − sUe, (12b)

where e is the vector (1, 1, . . . , 1)T , and seek the values of sL and sU to achieve a

specified expected value of the number of violations of lower and upper bounds on the
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target (CTV and PTV) voxels. The other, less critical constraints are modeled using

the expected values of the dose matrix. We define the deviation of expected number of

violations from the target number of violated constraints separately for the lower and

upper bounds as follows:

fL(sL, sU) = nT −
∑
i∈T

Φ




∑n
j=1 ãijwj − xL

i√∑n
j=1 σ2

ijw
2
j


−NL (13)

and

fU(sL, sU) = nT −
∑
i∈T

Φ


xU

i −
∑n

j=1 ãijwj√∑n
j=1 σ2

ijw
2
j


−NU , (14)

where nT is the number of voxels in T and NL and NU represent the target number

of violated constraints. Note that fL and fU depends on both sL and sU via the value

of w that solves (2.2), with (12a) and (12b) replacing (2b) and (2c). We observe that,

not surprisingly, fL depends more strongly on sL, while fU depends more strongly on

sU . Hence, we apply the golden section procedure simultaneously for both upper and

lower bounds, manipulating sL to drive fL approximately to zero while simultaneously

manipulating sU to drive fU approximately to zero. Termination occurs when both fL

and fU are within the specified tolerance δ of zero.

4.2. Reliable-Constraint Formulation

For the reliable-constraint formulation, we use the technique of subsection 3.3, replacing

the constraints (2b) and (2c) with their robust equivalents of the form (7), for fixed values

of Ω.

4.3. Enforcing Uniformity of Beam Weights

In Ólafsson, et al. (2005) a simple heuristic was introduced to impose greater

uniformity on the beam weights. While highly nonuniform plans often produce

dose distributions that match the prescribed distributions closely (that is, satisfy the

conformality requirement), they often require a high beam-on time, leading to higher

potential leakage. Moreover, in IMRT treatment planning, there is evidence that

smoother treatment plans can be delivered using fewer apertures (Otto & Clark 2002,

Section 3.1.4) and are more “robust,” in that the consequences of errors in the delivered

weights or of patient and organ movement are less severe than highly nonuniform plans,

see Webb, et al. (1998).

We can add a simple heuristic to our procedures, similar to that of Ólafsson et al.

(2005), to reduce the variation between beam weights. We refer to this modification

as a “smoothing heuristic” involving a “beam uniformity constraint.” For the shifted-

constraint formulation, after solving the first LP of the golden-section algorithm (for

which the shifts are zero), we compute the average value � of the positive beamlet

weights {wi |wi > 0}. For the remaining three LPs solved during the initialization
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phase, we impose an upper bound of 3� on each weight. In the while loop of the

golden-section procedure, we update � with the average nonzero weight for the solution

of the latest LP, and use 3� as the upper bound for the next LP. We do not allow

termination until the variation in upper bound from one LP to the next drops below

15%, in relative terms.

To implement the smoothing heuristic in the reliable-constraint formulation, we

simply recalculate � after each LP is solved, and impose the upper bound of 3� on

each beam weight for the next LP in the sequence. Again, we do not allow termination

until there is less than a 15% variation in upper bound from one iteration to the next.

5. Computational Results

We report here on testing of our robust formulations on a medium-scale clinical case, a

nasopharyngeal tumor. This data set, also used by Wu (2002), is a problem in which

treatment is carried out in a single axial plane through the patient. The 24000 voxels

are divided into five regions: CTV and PTV; parotids and spinal cord (the critical

structures); and the normal region. There are a total of 1,989 beamlets, consisting of

39 beamlets from each of 51 angles.

For testing purposes, we took the output of the dose calculation engine to be the

nominal doses D̃ij and chose the variances to be the square of

σij = pD̃ij, ∀(i, j) (15)

for various choices of p. (We used p = .01, p = .03, and p = .05 below.)

For modeling purposes we used GAMS (Brooke, et al. 1998) with the linear

programming solver CPLEX version 9.0. Following our earlier work on efficient LP

formulations of treatment planning problems (Ólafsson & Wright 2006), we solve the

primal formulation (2.2), using dual simplex with steepest edge pricing. Experiments

were performed on a computer with a 1.8 GHz Intel(R) XEON(TM) processor running

Tao Linux 1.0. Cache size was 512 MB and total memory was 8 GB.

In (2.2), we set the costs, bounds, and thresholds as follows. For the costs, we have

cN = 5e and cE = 15e. The PTV and CTV components of cv are set to 25 and 10,

respectively, while the corresponding settings for ct are 15 and 10. (Since the bounds

for the CTV are tight, less importance is placed on the penalty for deviation from

the prescribed dose for CTV than for PTV.) For the target dose vector dT , the CTV

components were set to 70 while the PTV components were set to 60. The unit of dose

is Gray (Gy). Lower bound components xL
T were set to 55 for PTV and 66 for CTV,

while upper bound components are 74 for both PTV and CTV.

In the following experiments, we set the stopping tolerance in the golden-section

algorithm to δ = 2, while the search interval was fixed by defining s1 = 0 and s2 = 2.

We set the upper bound on weights to the large value 2000 for the initial LP, when using

the smoothing heuristic.

We describe first the results obtained from the shifted-constraint formulation

without the use of smoothing in subsection 5.1, while corresponding smoothed results
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are described in subsection 5.2. In subsection 5.3, we describe results obtained with the

reliable-constraint formulation, with smoothing constraints.

5.1. Shifted-Constraint Formulation Results

We implemented the approach of subsections 3.2 and 4.1 with various values for the

parameters p of (15) and the violation targets NL and NU . Results are shown in table 1.

The fourth column is the total CPU seconds measured using the unix command time,

while the fifth column is the number of LPs of the form (2.2) solved by the golden-section

algorithm. The column labeled ∆Obj shows the relative increase in the objective value

when the solution to the robust formulation is substituted for the “nominal” solution

(for which sL and sU are zero in (2.2)). The final two columns, labeled EL and EU ,

show the estimated number of violations of the lower and upper bounds by the robust

solution, respectively. In accordance with the termination test for Algorithm 1, these

numbers lie within δ = 2 of the corresponding target values NL and NU .

Table 1. Results for Shifted-Constraint Formulation.
p NL NU CPU(s) Iter ∆Obj sL sU EL EU

.01 50 4 882 10 0.00 0.04 0.04 50.56 4.18

.03 50 4 887 10 0.01 0.33 0.45 50.32 3.64

.05 50 4 864 9 0.03 0.83 1.01 48.28 3.55

.01 20 3 936 12 0.01 0.17 0.09 19.64 3.23

.03 20 3 816 7 0.02 0.65 0.65 19.87 1.82

.05 20 3 830 8 0.05 1.35 1.17 18.34 2.98

.01 5 2 768 6 0.01 0.29 0.29 5.68 0.46

.03 5 2 766 6 0.04 1.06 0.94 4.47 0.54

.05 5 2 782 7 0.07 1.82 1.42 6.29 2.35

Note that the total number of LPs solved varied from 6 to 12 on these tests. Four

LPs must be solved just during the initialization of Algorithm 1, and on all problems

these account for more than 60% of total runtime. (Later LPs are quite similar to

those solved on previous iterations of the algorithm, and CPLEX is able to exploit this

“hot start” information.) The initial LP (with s1 = 0) requires 22498 iterations to be

solved, while the second LP (with s2 = 2) requires 6915 iterations, the third LP (using

s3) required 5021 iterations, and the fourth LP (using s4) only needed 1785 iterations.

(The same four problems are solved for all values of p, NL, and NU .) All LPs after the

initial four required fewer than 3000 iterations.

The trend of computed values for the parameters sL and sU is intuitive. As the

target for violations is decreased, these parameters increase, restricting the target voxel

doses to a tighter interval. Similarly, as the dose variances increase, sL and sU increase,

to handle the higher level of uncertainty. We note however that the tighter bounds

do not yield a solution that is highly nonoptimal, in comparison with the “nominal”

solution which assumes that the doses are exact (and sets the shifts sL and sU both to

zero). The column labeled ∆Obj shows that the objective function increased by at most

7%, for the case with the largest variance in dose data and the lowest violation targets.
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To verify that the robust solutions yield fewer expected constraint violations than

the nominal solution, we evaluated the expected violation function (10) for the nominal

solution, for the three chosen values of p. The results, shown in table 2, indicated

significantly more expected violations than for the robust solutions of table 1.

Table 2. Expected Bound Violations for the Nominal Solution.

p ÊL ÊU

0.01 63.99 5.27
0.03 103.79 11.79
0.05 145.94 17.93

To verify that the functions fL and fU from (13) and (14) have the expected shape,

we plot them for this data set and parameter choices (p,NL, NU) = (0.03, 20, 3) in

figure 1. Part (a) of this figure shows the function fL for various values of sL, with sU

fixed at its final value from table 1. Similarly, part (b) shows fU for various values of

sU , with sL fixed at its final value. Note that both plots show nonincreasing functions

that appear to be fairly smooth.
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Figure 1. Functions fL (a) (with sU = 0.65 and sL varying) and fU (b) (with
sL = 0.65 and sU varying), for (p,NL, NU ) = (0.03, 20, 3).

We investigate further the optimal values of sL and sU from table 1 by sampling

100 dose matrices independently from the specified distribution, calculating the dose

to target xT for the optimal weights obtained in each row of table 1, and computing

the number of violations of the lower and upper bounds in each case. We found a

sample mean and sample variance for each case, and using the central limit theorem

(Ross 2003, Theorem 2.2) and a t-distribution, we obtained a 98% confidence interval for

the true mean value of the expected number of violations. These intervals are tabulated

in table 3, along with the final values from table 1 for the expected number of violations.

Note that the final expected violation count lies within the confidence interval in every

case.
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Table 3. Confidence intervals for constraint violations by solutions of the shifted-
constraint formulation

p NL NU EL 98% Conf. Int. EU 98% Conf. Int.

.01 50 4 50.56 50.56 ± 1.45 4.18 4.19 ± 0.38

.03 50 4 50.32 49.14 ± 1.27 3.64 3.48 ± 0.43

.05 50 4 48.28 48.09 ± 1.44 3.55 3.40 ± 0.39

.01 20 3 19.64 19.36 ± 1.01 3.23 3.25 ± 0.33

.03 20 3 19.87 20.53 ± 1.15 1.82 1.81 ± 0.29

.05 20 3 18.34 17.98 ± 1.00 2.98 3.17 ± 0.43

.01 5 2 5.68 5.85 ± 0.48 0.46 0.45 ± 0.15

.03 5 2 4.47 4.39 ± 0.43 0.54 0.53 ± 0.16

.05 5 2 6.29 6.31 ± 0.59 2.35 2.22 ± 0.36

We now use dose-volume histogram (DVH) and intensity plots to assess the quality

of the solutions of the nominal and robust formulations. Figure 2 (a) compares DVH

plots for the nominal and robust solutions for the parameters (p,NL, NU) = (0.05, 5, 2).

These plots were obtained by operating on the optimal weight vector w for each case

with the nominal (expected) values of the dose matrices. In figure 2 (a), the DVH for

the nominal case is shown as a solid line while the robust case appears as a dashed line.

The robust case shows more homogeneity in dose to PTV and CTV, as expected from

the tightening of the bounds. Dose to normal regions and critical structures increases

slightly as a result but, as noted in table 1, the objective increases by only about 7%.

For figure 2 (b), we generated 10 dose matrices randomly from the specified normal

distribution, and recalculated the dose distribution with the weight vector w fixed at

the robust solution. We then plotted the DVH for the two target regions—PTV and

CTV—for each of the 10 resulting dose distributions. (The three vertical lines represent

the prescribed bounds xL
PTV = 55, xL

CTV = 66, and xU
T = 74; the PTV and CTV have a

common upper bound.) The variation between the cases is minimal because, although

doses to individual voxels change appreciably, there is movement in both directions,

and the distribution of doses remains much the same. Since the robust strategy is quite

conservative, the “endpoints” of the DV curves for the PTV and CTV lie far from the

upper and lower bounds in general.

In figure 3 we show the intensity plot for both the nominal solution in (a) and the

robust solution in (b). Visually, the difference in quality is minimal.

5.2. Shifted-Constraint Formulation with Smoothing

We repeated the tests of the previous section with the smoothing heuristic of

subsection 4.3 added. Results are summarized in table 4, whose format is similar to

table 1 except for an additional column showing the maximum beam weight. The run

time increases by at most 170 seconds over the unsmoothed algorithm, and the increases

in optimal objective value over the nominal, unsmoothed case (shown in column ∆Obj)

are at most 9%, only slightly more than in the robust, unsmoothed case. Interestingly,

the shifts sL and sU tend to be smaller in the smoothed solution than in the nonsmoothed

case of table 1, lending support to the view that smoothed weight vectors are more robust
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Figure 2. DVH plots for (p,NL, NU ) = (0.05, 5, 2). (a) Solid line shows nominal case
and the dashed line shows robust solution. (b) DV curves for the PTV and CTV, for
the robust solution with 10 randomly generated dose matrices.
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Figure 3. Intensity plot for (p,NL, NU ) = (0.05, 5, 2). (a) Nominal solution. (b)
Robust solution.

than unsmoothed, optimal weight vectors.

Table 4. Results for robust formulation using smoothing. Last column shows
maximum beam weight.

p NL NU CPU(s) Iter ∆Obj sL sU EL EU Max.
0.01 50 4 970 10 0.03 0.04 0.04 48.49 4.28 458.0
0.03 50 4 941 9 0.03 0.25 0.36 51.17 3.95 451.9
0.05 50 4 986 10 0.05 0.63 0.81 48.33 4.14 449.6
0.01 20 3 998 11 0.03 0.14 0.10 20.93 2.84 455.3
0.03 20 3 960 9 0.04 0.54 0.51 18.76 2.37 447.2
0.05 20 3 846 6 0.07 1.06 1.06 19.65 2.34 433.1
0.01 5 2 942 9 0.03 0.25 0.22 5.42 0.77 451.9
0.03 5 2 896 7 0.06 0.94 0.65 3.04 1.42 441.7
0.05 5 2 789 5 0.09 1.53 1.53 5.71 0.75 446.1

Figure 4 shows the effects of smoothing on the final beamlet weights for the case

(p,NL, NU) = (0.03, 20, 3). The figure is a comparison of the optimal unsmoothed

beamlet weight vector for the robust formulation (see results in line 7 in table 1) with
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the corresponding smoothed weight vector (see line 7 in table 4). The absence of spikes

in the smoothed solution is noticeable.

0 200 400 600 800 1000 1200 1400 1600 1800 2000
0

200

400

600

800

1000

1200

Beamlet

W
ei
gh
t

0 200 400 600 800 1000 1200 1400 1600 1800 2000
0

200

400

600

800

1000

1200

Beamlet

W
ei
gh
t

(a) (b)

Figure 4. Optimal beamlet weights for (p,NL, NU ) = (0.03, 20, 3). (a) Shifted-
constraint solution without smoothing. (b) Shifted-constraint solution with smoothing.
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Figure 5. (a) DVH plot for the nominal (solid) and the smoothed robust (dashed)
solution for (p,NL, NU ) = (0.03, 20, 3). (b) DVH plots for PTV and CTV, for the
robust smoothed solution with 10 randomly generated dose matrices.

Figure 5(a) shows the DVH plot for the smoothed robust solution (dashed lines)

and the nominal case (solid lines). There is slightly more homogeneity in the doses to

the target regions, but the main differences are slight increases in doses to spinal cord

and parotids, both critical regions. However, the increase in optimal objective for this

case over the unsmoothed, nominal case was only 4%. If the increase in critical dose

were not acceptable, the weights in the vector cE could be increased.

In figure 5(b), we show DVH plots for the PTV and CTV for 10 dose matrices,

randomly chosen from the given normal distribution. Since this case is less conservative

than the one depicted in figure 2(b)—we allow 20 lower-bound constraints to be violated

as against 5 in the earlier case—there are appreciable differences. Most noticeable is

that the left endpoints of the DV curves for both the PTV and the CTV lie closer to
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their lower bounds. As for the CTV curve it seems that the endpoint is less than 66 in

all cases, which simply means that it is likely that some constraints are violated in all

cases, as we would expect from the results in table 5.

As for the unsmoothed results, we generated 98% confidence interval for E[V ],

using the t-distribution and 100 independently sampled dose matrices from the specified

distribution. Results are shown in table 5. In all except one case the final expected

violation lies within the confidence interval.

Table 5. Simulation results for the smooth robust solution.
p NL NU EL Conf. Int. EU Conf. Int.
.01 50 4 48.49 48.82 ± 1.19 4.28 4.39 ± 0.42
.03 50 4 51.17 51.42 ± 1.41 3.95 4.04 ± 0.42
.05 50 4 48.33 47.53 ± 1.59 4.14 3.87 ± 0.45
.01 20 3 20.93 20.84 ± 1.03 2.84 3.32 ± 0.37
.03 20 3 18.76 18.48 ± 0.86 2.37 2.30 ± 0.32
.05 20 3 19.65 19.51 ± 1.05 2.34 2.63 ± 0.35
.01 5 2 5.42 5.88 ± 0.56 0.77 0.71 ± 0.20
.03 5 2 3.04 3.19 ± 0.46 1.42 1.49 ± 0.32
.05 5 2 5.71 5.91 ± 0.54 0.75 0.73 ± 0.19

5.3. Reliable-Constraint Formulation Results

We report here on results obtained with the reliable-constraint formulation, using

the sequential LP solution technique of subsection 3.3, for certain fixed values of the

parameter Ω. We do not present details of solution quality, which is quite similar to

that of the other solutions presented in this section. Rather, our aim is to demonstrate

the effectiveness of the sequential LP technique in solving the SOCP formulation, even

when the smoothing heuristic is used.

Table 6 shows the results for (2.2), in which the constraints (2b) and (2c) are

replaced by “reliable” versions of the form (7). For this experiment, the heuristic of

section 3.3 was terminated once ||z − z+||/||z|| ≤ .05. The first column reports the

chosen values of Ω, the second column shows the value of p in (15), the third column

shows CPU time, the fourth column shows the total number of LPs that were solved,

the fifth column shows relative increase in the final residual, and the final two columns

are the expected number of violated constraints using the final beamlet weights.

As we would expect, the objective value degrades more with higher Ω, and the

expected number of violated constraints decreases. Higher values of p are associated

with higher variances, so it is not surprising to see the objective value degrade more

when Ω is held fixed and p is increased. Under these conditions, we also see an increase

in the expected number of violated constraints, for two reasons. First, higher variances

leads to greater tightening of the constraints, leading to more constraints that are active

or nearly active, hence more likely to be violated. Second, with higher variance, the

width of the normal curve increases, so the probabilities that constraint slightly away

from their bound are violated also increases.

Table 7 shows the results for the same model and heuristic, with the addition of

the smoothing heuristic as described in section 4.3. The structure of the table is the
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Table 6. Results for reliable-constraint formulation, for fixed values of Ω.

Ω p CPU(s) Iter ∆ Obj EL EU

1 0.01 110 2 0.01 35.55 4.08
1 0.03 146 3 0.03 54.81 7.11
1 0.05 160 3 0.05 76.17 10.74
2 0.01 141 3 0.02 4.76 0.53
2 0.03 164 3 0.06 6.94 0.88
2 0.05 219 4 0.10 9.33 1.69
3 0.01 144 3 0.03 0.28 0.03
3 0.03 206 4 0.09 0.39 0.06
3 0.05 305 4 0.15 0.49 0.15

same as in table 6, except for the additional column showing the final upper bound

on beamlet weights. This table follows all the same trends as we saw in table 6. The

runtime increase in using the smoothing heuristic is always less than 50%. Figure 6

compares the final beamlet weights for the smoothed and unsmoothed version of our

model for the parameter combination (Ω, p) = (2, 0.03).

Table 7. Results for reliable-constraint formulation, for fixed values of Ω, with the
smoothing heuristic.

Ω p CPU(s) Iter ∆ Obj EL EU Max.

1 0.01 154 3 0.02 33.64 4.18 589.15
1 0.03 187 4 0.04 53.26 8.62 571.44
1 0.05 228 5 0.05 69.53 13.85 555.73
2 0.01 176 4 0.03 4.70 0.66 580.01
2 0.03 221 5 0.06 6.66 1.13 550.53
2 0.05 276 6 0.10 8.45 1.85 533.36
3 0.01 188 4 0.04 0.29 0.04 571.44
3 0.03 293 7 0.09 0.36 0.07 533.53
3 0.05 353 5 0.16 0.50 0.12 505.95
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Figure 6. Optimal beamlet weights for Ω = 2 and p = 0.03. (a) Reliable-constraint
formulation without smoothing. (b) Reliable-constraint formulation with smoothing.

We also tried solving the reliable-constraint formulation directly using SOCP

software. Even for a simplified problem in which we assumed uncertainty in only 500
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of the 854608 nonzero elements of the dose matrix, the computational requirements

were exhorbitant—about 15400 seconds using the Mosek optimization toolbox (MOSEK

Aps 2005). (Chu et al. (2005) report similar experiences with SOCP software.)

6. Conclusions

We have shown, using robust optimization techniques, how uncertainty in the dose

matrix can be accounted for in cancer treatment planning, and how solutions can be

obtained without a large increase in computational effort over the case in which the

uncertainty is ignored.

One possible future research topic is to reverse the process above and ask how

accurate a dose matrix needs to be in order to give robust treatment plans. By having

a quantitative handle on accuracy required, we could save computation time in the dose

calculation phase, which comprises a large part of the total computational requirements

of treatment planning.

The simple sequential linear programming heuristic used to solve the reliable-

constraint formulation is applicable to general linear programs with uncertain data.

We intend to test this method on other types of problems and applications to evaluate

its usefulness in a more general context.
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Radiotherapy and Oncology.

W. A. Beckham, et al. (2002). ‘A fluence-convolution method to calculate radiation therapy dose
distributions that incorporate random set-up error’. Phys. Med. Biol. 47:3465–3473.

A. Ben-Tal & A. Nemirovski (2000). ‘Robust solutions of Linear Programming problems contaminated
with uncertain data’. Mathematical Programming, Series A 88:411–424.

D. P. Bertsekas (1995). Nonlinear Programming. Athena Scientific, Belmont, Massachusetts.
A. Brooke, et al. (1998). GAMS: A User’s Guide. GAMS Development Corporation, Washington DC.

http://www.gams.com.
M. Chu, et al. (2005). ‘Robust optimization for intensity modulated radiation therapy treatment

planning under uncertainty’. Phys. Med. Biol. 50:5463–5477.
L. Hodes (1974). ‘Semiautomatic optimization of external beam radiation treatment planning’.

Radiology 110:191–196.



Efficient Schemes for Robust IMRT Treatment Planning 20

Q. Hou, et al. (2003). ‘An optimization algorithm for intensity modulated radiotherapy - The simulated
dynamics with dose-volume constraints’. Medical Physics 30(1):61–68.

Intensity Modulated Radiation Therapy Collaborative Working Group (2001). ‘Intensity-Modulated
radiotherapy: Current status and issues of interest’. Int. J. Radiation Oncology Biol. Phys.
51(4):880–914.

R. Jeraj & P. Keall (1999). ‘Monte Carlo-based inverse treatment planning’. Phys. Med. Biol. 44:1885–
1896.

L. Y. Klepper (1966). ‘Electronic computers and methods of linear programming in the choice of
optimial conditions for radiation teletherapy’. Medicinskay Radiologia 11:8–15.

M. E. Kowalok (2004). Adjoint methods for external beam inverse treatment planning. Ph.D. thesis,
Medical Physics Department, University of Wisconsin, Madison, WI.

M. Langer, et al. (1990). ‘Large scale optimization of beam weights under dose-volume restrictions’.
Int. J. Radiation Oncol. Biol. Phys. 18(4):887–893.

J. Leong (1987). ‘Implementation of random positioning error in computerised radiation treatment
planning systems as a result of fractionation’. Phys. Med. Biol. 32(3):327–334.

J. Llacer, et al. (2003). ‘Absence of multiple local minima effects in intensity modulated optimization
with dose-volume constraints’. Phys. Med. Biol. 48:183–210.

W. Lu, et al. (2005). ‘Accurate convolution/superposition for multi-resolution dose calculation using
cumulative tabulated kernels’. Phys. Med. Biol. 50:655–680.

C.-M. Ma, et al. (1999). ‘Clinical implementation of a Monte Carlo treatment planning system’. Medical
Physics 26(10):2133–2143.

S. Morrill, et al. (1990). ‘The influence of dose constraint point placement on optimized radiation
therapy treatment planning’. Int. J. Radiation Oncol. Biol. Phys. 19(1):129–141.

MOSEK Aps (2005). The MOSEK optimization toolbox for MATLAB version 3.2 (Revision 8) User’s
guide and reference manual.
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