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Abstract— The need to transfer extremely large
files over very high bandwidth network paths is be-
coming more and more common. Current window-
based transport protocols often limit throughput to
a level well below what might otherwise be achiev-
able. In this paper we describe and evaluate the Tor-
nado Transport Protocol (TTP) which is designed to
be reliable, to achieve very high throughput and to
maintain an adjustable level of TCP-friendliness. Re-
liability is achieved through the use of efficient for-
ward error correction. High throughput is achieved
by eliminating the need for acknowledgment-based
pacing from the receiver. TCP-friendliness is achieved
by setting a threshold to specify when to react to loss.
We compare TTP with an out-of-the-box configura-
tion of TCP NewReno and two TCP-based methods
for high throughput file transfers under a variety of
traffic conditions. Our simulations show that for large
file transfers in long delay, large bandwidth environ-
ments, TTP achieves throughput nearly an order of
magnitude higher than out-of-the-box TCP NewReno,
and up to 300% higher than the next best high per-
formance transport protocol. In each case we assess
TCP-friendliness and find that TTP effectively allows
competing TCP flows a fair share of bandwidth.

I. INTRODUCTION

Internet technology has evolved to the point where
network bandwidth can greatly exceed end hosts’
capacity to transmit packets. This is coupled with
a growing demand to transfer very large data sets
– on the order of a terabyte or more in scientific
applications – often over links with large propaga-
tion delays. It would be reasonable to assume that
end hosts configured with gigabit Ethernet cards and
connected to a network with even higher capacity
(10 Gbps backbone links are not uncommon today)
should be able to transfer a 1TB file in about 2.2
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hours over an uncongested path. However, this is
far from the case. In fact, it is common today to send
hard disks through the mail for data sets of a terabyte
or more since wide area systems do not provide the
performance required for transfers of this magnitude
– even in dedicated, highly engineered networks.

One of the most basic reasons for the ineffective
utilization of available network bandwidth is that
window-based transport protocols such as TCP place
hard limits on the amount of data that can be in flight
at any instant in time (this is the basic feature of flow
control). The problem is that out-of-the-box con-
figurations of TCP are optimized for low bandwidth
links which limit potential throughput in large band-
width environments. This observation is not new.
For example, Jacobson and Braden proposed TCP
extensions to improve performance of transfers over
long delay paths in 1988 [1]. That work resulted in a
series of RFC’s all targeted at improving TCP perfor-
mance over high bandwidth paths [2], [3]. Recently,
Floyd has proposed further extensions to TCP which
target the congestion control mechanism and should
enable high per-connection throughput in low loss
environments [4]. Results of initial tests of these ca-
pabilities appear to be promising [5].

There are three standard alternatives to using out-
of-the-box TCP for large data transfers. The first is
to open a number of parallel TCP connections as
proposed in [6], [7]. In [8], Hacker et al. eval-
uate the performance of parallel TCP connections
and show how to select the number of sockets that
maximize overall throughput. The second approach
is to scale the send/receive windows/buffers in TCP
to match the delay bandwidth product between end
hosts. A number of projects have adopted this ap-
proach including [9], [10]. The third approach is
to use UDP-based transport methods which requires
additional functionality to facilitate capabilities in-
herent in TCP such as reliability. These methods
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have been proposed principally in the context of re-
liable multicast whereas our application is unicast -
examples include [11], [12], [13].

Our research is focused on the question of how to
maximize throughput without sacrificing reliability
or congestion control for the common case in large
data transfers. Our approach differs from most of the
aforementioned high throughput protocols in that we
do not rely on TCP as the basis for our method. In-
stead, we use UDP as our foundation and achieve
very high throughput at the expense of guaranteed
reliability and the most strict interpretations of con-
gestion control and TCP-friendliness [14].

Our contribution in this paper is the description
and evaluation of the Tornado Transport Protocol
(TTP). This protocol has been developed to provide
high performance, reliable delivery of data in large
bandwidth, long delay, low loss networks. TTP uses
forward error correction (FEC) to recover lost data in
a manner that is somewhat similar to Lundqvist and
Karlsson’s incorporation of FEC in TCP [15]. While
TTP differs significantly from that work in both ap-
proach and objectives, they also demonstrate the per-
formance benefits of using FEC in large bandwidth,
long delay environments. TTP also incorporates a
variable initial send rate and a limited acknowledg-
ment mechanism to modulate sending speed during
data transfers. Furthermore, TTP’s design includes
an adjustable level of TCP-Friendliness that allows
TTP flows to comfortably coexist with TCP flows
under a range of network conditions.

We evaluate the performance and impact of TTP
in a series of ns2 simulations [16]. Our simula-
tions compare the throughput of TTP against a de-
fault TCP NewReno implementation, a parallel TCP
implementation and a window right-sized TCP im-
plementation. Our first set of experiments show
that TTP achieves much higher throughput than
each of these alternatives over a range of transfer
sizes, network configurations and congestion levels.
Our second set of experiments evaluates the TCP-
Friendliness of TTP. We show that it adapts well to
congestion conditions and has negligible impact on
TCP flows sharing a bottleneck link. These results
suggest that TTP may be very effective for transfer-
ring large data files in high performance networks.

The combination of TTP’s mechanisms empha-
size high utilization of available bandwidth at the

potential cost of failed transfers and the potential
to rapidly introduce congestion. Tuning TTP for
optimal performance and minimal cost is based on
knowledge of a small amount of end-to-end network
state. While it can certainly be tuned to operate ap-
propriately in today’s commodity networks, many of
its performance benefits would likely be lost. Be-
cause of these issues, we propose TTP as a mecha-
nism best suited to large data transfers in specialized,
high performance networks such as Abilene, ESnet
or the Teragrid.

The rest of this paper is organized as follows.
TTP’s architecture is described in Section II. We
evaluate the performance and impact of TTP in Sec-
tion III. We summarize our results and conclude in
Section IV.

II. THE TORNADO TRANSPORT PROTOCOL

The Tornado Transport Protocol extends the User
Datagram Protocol (UDP) to facilitate very high
throughput data transfers with reliability and TCP-
friendliness. In this section, we describe TTP’s ar-
chitecture and implementation details.

A. Reliability in TTP

Reliability in the transport layer can be provided
by two different methods. The first and most com-
mon uses acknowledgments (ACKs) generated by
the receiver, and the other uses forward error correc-
tion generated by the sender. In the first approach,
after correctly receiving data packets, a receiver will
return ACK packets to the sender. This is the ap-
proach used by TCP1. ACKs play an additional role
in TCP, namely, as a means for indicating congestion
in the network. Expiration of a timeout period before
receiving an ACK or the receipt of an ACK-based
signal (such as three duplicate ACKs) are implicit in-
dications of network congestion and cause the send
rate to be throttled. The advantages of using ACK-
based reliability are that minimal redundant data is
sent over the network and minimal overhead is in-
curred at the end hosts.

Forward error correction through the use of spe-
cialized codes is another standard means for achiev-
ing reliability. In this approach, redundant informa-

1See [17] for a good description of ACK-based reliability in
TCP



3

tion is added to the data such that the receiver is
able to recover the original data after receiving some
percentage of the total number of encoded packets.
Examples of using encoding for facilitating reliable
data delivery include [11], [18], [19]. An important
advantage of this approach is that reliability and flow
control can be decoupled. This has significant impli-
cations in large bandwidth environments where ad-
justing send rates based on ACK streams can be a
significant limitation to achieving a desired level of
performance. However, there are a number of disad-
vantages to the use of FEC.

Since redundant data must be sent along with orig-
inal data, the total number of packets transmitted
from sender to receiver will increase. A closely re-
lated disadvantage is that in spite of aggressive en-
coding, the receiver might not be able to recover
all of the data if loss rates are above the encoding
threshold. Therefore, careful selection of the encod-
ing threshold is required to balance efficiency in the
number of packets versus the ability to fully recover
data in lossy environments. There is also an encod-
ing and decoding overhead at the sender and the re-
ceiver. For example, encoding and decoding 10MB
of data using traditional Reed-Solomon codes can
take thousands of seconds [20]. Fortunately, recent
developments in the coding theory such as the de-
velopment of Tornado codes [11] reduce the same
encoding/decoding time to a few seconds.

The Tornado code algorithm calls for a source
wishing to transmit k data packets to generate an
additional l check packets. All k + l packets are
transmitted by the sender. If the receiver success-
fully receives any m(> k) packets then the decod-
ing algorithm enables complete recovery of the orig-
inal k data packets. Parameterization in Tornado
encoding/decoding requires the specification of the
number of data packets k, ε which is the reception
overhead and the error rate of the link which deter-
mines the number of check packets required. Tor-
nado codes are build using sparse, xor-based equa-
tions, which enable the high encoding and decoding
speeds. The encoding process partitions the file into
equal sized fragments called data nodes and gener-
ates the set of check nodes, which are the same size
in bytes as data nodes. Using a series of bipartite
graphs, check nodes are assigned to two or more
neighbors and are calculated as the bit-wise xor of

the value of its neighbors. Decoding is an iterative
process that also consists of a series of xor opera-
tions between neighbor fragments to recover all of
the original data.

To achieve reliability in TTP without imparting
high encoding/decoding or packet transmission over-
head we use Tornado codes in conjunction with a
projected loss rate threshold. We use this threshold
to set the encoding level such that we send a suf-
ficient number of packets for a successful recovery
with high probability. The loss rate projection is de-
rived from knowledge of characteristics of the end-
to-end channel. The initial value for this threshold
can be derived through the use of measurement envi-
ronments such as Surveyor [21] or IDMaps [22], or,
in the case of specialized networks in which routes
are relatively static (such as Abilene) through histor-
ical accounting of data transfers. As will be seen in
the next section, TTP has the ability to adapt itself to
loss characteristics of a specific path. This capability
is facilitated through chunked encoding of large files
(in our experiments we encode 1MB chunks). The
amount of padding (check packets) added to the en-
coding of chunks after the first depends on the loss
rate measured in the prior chunk2 .

B. Flow Control in TTP

TTP’s flow control mechanism is designed to pro-
vide very high throughput in networks with large
bandwidths and short-lived loss events3. The idea
is to begin sending at a very high rate and to only re-
duce the sending rate when congestion exceeds cer-
tain thresholds. Flow control is enabled through a
limited acknowledgment mechanism in the form of
control packets that are also used to set encoding lev-
els for chunks during a file transfer. The mechanism
is designed to be tunable, allowing TTP to be opti-
mized for performance.

Control packets, sent by the receiver to the sender,
are simple bitmaps that indicate the status of the last
n packets received. A “1” indicates that a packet
was successfully received and a “0” indicates that
a packet was lost. Sequence numbers are used in
TTP data packets to provide an ordering in the con-
trol packet bitmap but do not relate to specific pieces

2Thus, the only chunk that we need to use the projected loss
rate for is the first.

3The Abilene network has these characteristics [23]
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of original data since no ordering is required by the
Tornado codes. When there are no packet losses, one
control packet is transmitted by the receiver for every
n data packets. The receipt of a control packet show-
ing zero loss causes the sender to increase its send
rate. The receipt of a control packet showing that
losses occurred can cause the sender to reduces it’s
send rate and/or to increases the padding used in en-
coding the next chunk depending on whether losses
exceeded specified thresholds. When losses exceed
these thresholds, the receiver will react by increas-
ing it’s feedback rate by sending control packets for
every n/2 packets in an attempt to increase sensi-
tivity to loss conditions. Similarly, when no loss is
measured for the last n packets, the receiver will de-
crease it’s feedback rate by a constant factor.

Since control packets are used only as a mecha-
nism to infer network conditions, the loss of a con-
trol packet will result in diminished response by the
sender and possibly an inaccurate calculation of link
loss rate. We view the former as being of minor im-
portance. The latter only becomes an issue if both
the perceived loss rate and the overall link loss rate
increased significantly and the control packet with
this information was lost. Since our focus is on net-
works with very low loss rates, we view this as a very
low probability event.

A challenge in designing TTP was to decide how
to establish congestion thresholds. Unlike TCP
which reduces its send rate whenever loss is sensed,
TTP was designed to have the ability to ignore short-
lived loss events. This enables the send rate to be
maintained at a higher level at the risk of contribut-
ing to further congestion in the network. We imple-
ment TTP’s congestion thresholds in two ways. The
first method allows TTP to be sensitive to persistent
short lived congestion. Specifically, the perceived
loss rate (short term loss rate seen by the receiver
which is the ratio between the number of packets
missing and the number of packets received for the
last n packets) is calculated by the sender using the
information in the control packet bitmap. If the per-
ceived loss rate is greater than the link loss rate (long
term loss rate seen by the sender which is the the ra-
tio between the the total number of packets lost and
the total number of packets transmitted) then TTP
reacts by reducing its sending rate. The second con-
gestion threshold considers the length of individual

loss events. Namely, if q consecutive packets are lost
at any time, the link is considered to be in an unstable
state and TTP reacts by reducing its sending rate.

Fig. 1. TTP state transition diagram

The state transition diagram for TTP is shown in
Figure 1. The sender starts in the “steady state”
transmitting at a sufficiently high initial speed. This
value, like the loss rate threshold, is meant to be ag-
gressively set based on bottleneck bandwidth which
can be determined by inspection in high performance
networks with relatively static paths or through mea-
surements. The sender continues to transmit at this
rate until a control packet is received. If the conges-
tion threshold is exceeded, a transition from “steady
state” to “loss” state occurs. The packet send rate
is halved (multiplicative decrease) and the data en-
coding rate is adjusted in the next chunk if neces-
sary. If the bitmap indicates no loss, a transition from
“steady state” to “no loss” state occurs, the packet
send rate is increased by a constant factor (additive
increase) and the data encoding rate is adjusted in the
next chunk if necessary. If the bitmap indicates a loss
and no congestion threshold is exceeded, no transi-
tion occurs. To prevent drastic changes in send rates
maximum and minimum transmission rates are fixed
and the transmission rate is never increased or de-
creased beyond these values. The multiplicative de-
crease on congestion imparts TCP-friendliness and
setting the consecutive loss threshold q enables reac-
tion to loss to be tunable.
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C. Implementation Details

The link loss rate and initial send rate play major
roles in the behavior of TTP. Loss rate dictates the
behavior of the encoding algorithm, the amount of
data transmitted and the ability to recover from loss.
Because of these issues, we implement calculation
of loss rate dynamically as a weighted moving av-
erage of the current link loss rate and the perceived
loss rate. This ensures that the loss rate adapts to the
actual loss rate of the link and is not affected drasti-
cally due to transient high losses.

Initial send rate dictates how much of the typical
bottleneck bandwidth will be used by a TTP flow.
We found in the experiments reported in the next sec-
tion that this has a significant impact on the overall
performance of TTP, and it should be chosen as ag-
gressively as possible. Send rates after the receipt of
the first control packet are determined by congestion
conditions and min/max transmission thresholds.

Since TTP is aimed at large data transfers, the
task of encoding data chunks can be pipelined with
data transmission. Data transfers are divided into
two phases: the encoding phase and the transmis-
sion phase as is seen in Figure 2. Data is split into
chunks, and each chunk is encoded using the calcu-
lated link loss rate. While this chunk of data is trans-
mitted the next data chunk is encoded. In a simi-
lar manner the decoding can be overlapped with data
reception. Through the parallel execution of encod-
ing/decoding with transmission/reception, the over-
head of encoding/decoding is effectively hidden.

Fig. 2. Parallelized Encoding/Transmission/Decoding in
TTP

III. TTP EVALUATION

A. Simulation Environment

Our analysis of TTP began by implementing the
Tornado code algorithm to measure the encoding
and decoding overheads. Our implementation was
tested on a 1GHz PIII machine with 512MB RAM.
The operating system used was Linux 2.4.18. The
timing for encoding/decoding a range of file sizes
which might reasonably be used for TTP chunks are
shown in Figure 3. The figure shows that even for
10MB data chunks the time taken for encoding is
less than 5 seconds. The decoding times are negli-
gible in all instances. These results show that the
encoding/decoding overhead can easily be amortized
over the time to transmit very large data chunks even
in high bandwidth environments.
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Fig. 3. Encoding/Decoding overhead in Tornado codes

We used Network Simulator v2.0 for our perfor-
mance evaluation of TTP. We used a simple dumb-
bell topology as is shown in Figure 4 with a high
speed test source (TTP plus those listed below), a
TCP source (which sends the same size file as our
test protocol and is used to assess TCP-friendliness),
an ON/OFF TCP Pareto source (using default ns2
parameters for file sizes and OFF time parameter
set to 200ms) for background traffic, and a con-
stant bit rate (CBR) source (using the CBR default
packet size transmitting at 1Mbps) for additional
background traffic. We evaluate performance using
two different network configurations. The “short-
slim” configuration (shown in the figure) has a bot-
tleneck bandwidth of 50 Mbps with 25ms propaga-
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tion delay and end links at 10 Mbps with 2ms propa-
gation delay. The “long-fat” configuration has a bot-
tleneck bandwidth of 155 Mbps with 100ms prop-
agation delay and end links at 100 Mbps with 2ms
propagation delay. In both topologies the bottleneck
queue size was set to 10 packets (TTP’s performance
improves as the bottleneck queue size increases so
the results reported in this section with this small
buffer are pessimistic for TTP). We specify loss rate
in each experiment using the link error model pro-
vided by ns2.

We compared TTP’s performance with the ns2 im-
plementation of TCP-NewReno and two other TCP
based high speed transfer protocols. NewReno was
configured with a receive window set to 20 packets.
Our choices for other high speed implementations
were Parallel Sockets [7] and Dynamic Right Siz-
ing [10]. For simulating Parallel Sockets, we used
8 parallel TCP NewReno connections each transmit-
ting 1/8th of the data based on the work in [7]. For
Dynamic Right Sizing, TCP calculates an effective
window (ewnd) as ewnd = min(fwnd, cwnd), and
since the congestion window (cwnd) varies dynam-
ically according to the network state, the flow win-
dow (fwnd) should vary with the bandwidth-delay
product of the network [10]. For our simulation ex-
periments we set the flow window to be equal to the
bandwidth-delay product.

Fig. 4. Simulation network topology

TTP has a number of tunable features including
initial send rate (which we set to 80% of the bottle-
neck bandwidth), congestion indicator q (which we
set to 3), initial link loss rate (which we set to 50%)4,
control packet size (which we set to 1K bits) cod-
ing chunk size (which we set to 1Mb) and min/max

4Our moving average method quickly reduces this value to
track actual loss rate for subsequent data chunks

transmission rates (which we set to 8Mbps/10Mbps
and 8Mbps/100Mbps for the short-slim, long-fat
configurations respectively). In our simulations,
we do not actually encode/decode the data chunks
sent via TTP. Instead, we use encode/decode times
from Figure 3 for the 1Mb chunks which are ac-
tually transferred and then include this latency in
the overall transfer times that we measure. Set-
ting the congestion indicator value q means that if
a control packet is received with 3 consecutive pack-
ets lost, the sender will multiplicatively decrease its
send rate. Obviously larger values will enable TTP
to perform even better but at the expense of TCP-
friendliness. Thorough investigation of the sensitiv-
ity of TTP performance to parameterization is be-
yond the scope of this paper and is left for future
work.

B. Throughput Evaluation

To evaluate the effectiveness of TTP in exploit-
ing the available bandwidth we transfered different
size files under different congestion levels in both
the “short-slim” and “long fat” simulation environ-
ments. In similar network conditions we measured
the transmission latencies of TCP NewReno (TCP),
Parallel Sockets (PSOCK), and Dynamic Right Siz-
ing (DRS). The time taken for each of of file trans-
fers with different loss rates for the short-slim con-
figuration is show in Figures 5 to 9 (note: in all tests
TTP transferred enough packets to successfully re-
cover the data).

In all cases, TTP provides higher throughput than
both TCP and DRS. Under very low loss rates (0%,
0.01% and 0.1%) for this low transmission latency
environment, PSOCK outperforms TTP. However, as
the link loss rate increases to 1% and 2%, TTP pro-
vides up to 20% higher throughput than the next best
alternative (PSOCK). In fact, as loss rates increase
beyond 2%, TTP’s performance improvements over
the other protocols continues to increase. For smaller
file sizes, TTP performance is approximately equal
to the TCP variants because of the encoding over-
head. However, as file sizes increase, this encoding
overhead is easily amortized over the larger trans-
mission times and TTP significantly outperforms
TCP. It should also be noted that TTP does not have
the overhead of opening multiple TCP connections
(as in PSOCK) which requires larger buffering ca-
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pacity at both the transmitter and receiver. This over-
head is not considered in these experiments, thus the
results for PSOCK are considered somewhat opti-
mistic. These results show that in short-slim low loss
environments, TTP is a viable alternative to other
high performance transport protocols. TTP’s bene-
fits are much more clear in the next set of results.
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Fig. 6. Throughput comparisons under 0.01% loss rate
for four different transport alternatives in the short-
slim network topology.

Next, we evaluated throughput in the long-fat
topology and the results are shown in Figures 10 to
14. TTP’s performance benefits become very obvi-
ous in this environment. In all cases, TTP performs
better than the other protocols. In each experiment,
the ordering between TTP, PSOCK and DRS is the
same. For the largest file transferred, TTP outper-
forms TCP by more than an order of magnitude. The
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Fig. 7. Throughput comparisons under 0.1% loss rate for
four different transport alternatives in the short-slim
network topology.
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graphs show that TTP typically out-performs DRS
by more than an order of magnitude and PSOCK by
more than 300%.
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Fig. 10. Throughput comparisons under 0% loss rate
for four different transport alternatives in the long-fat
network topology.
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Fig. 11. Throughput comparisons under 0.01% loss rate
for four different transport alternatives in the long-fat
network topology.

C. TCP Friendliness Evaluation

TCP-friendliness – the ability to adapt to conges-
tion conditions in approximately the same way as
TCP – is an important feature of transport protocols.
Figure 15 shows the behavior of TTP under conges-
tion conditions. The point marked by the arrow is
an instance at which congestion is detected (3 con-
secutive packets lost) after which TTP reduced its
transmission rate by half. While TTP is not specifi-
cally designed to be TCP-friendly in the most strict
sense, it is designed to be sensitive to congestion.
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Fig. 12. Throughput comparisons under 0.1% loss rate
for four different transport alternatives in the long-fat
network topology.
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Fig. 13. Throughput comparisons under 1% loss rate
for four different transport alternatives in the long-fat
network topology.
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network topology.
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There are a number of parameters which can be used
to increase or decrease TTP’s reaction to congestion.
Our intention in designing TTP was to enable it to
be tuned to a specific channel’s typical congestion
characteristics.

We conducted a number of experiments in which
the consecutive loss threshold q was altered in the
short-slim environment. We found that even in the
1% loss case, the number of instances of loss events
consisting of more than 3 consecutive packets was
very limited. Thus, our conjecture is that, in fact,
TTP is not particularly sensitive to this parameter in
very low loss environments. However, if loss rates
were to increase, sensitivity to this parameter would
likely increase.
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Fig. 15. TTP backoff behavior in a congested network

In order to evaluate the impact of using TTP on
other TCP flows, we studied the transmission laten-
cies of TCP flows against TTP flows in the long-fat
environment. First, we measured the transmission
latencies of a TCP flow when another TCP flow was
competing against it for network bandwidth. Then,
we measured the same TCP flow’s transmission la-
tencies when a TTP flow was competing against it
for the network bandwidth. These measurements
were taken for different file sizes and link loss rates.
The comparison of the transmission time of the TCP
flow in a TCP-TCP environment and TCP-TTP en-
vironment is shown in Figures 16 to 20. It can be
seen that the transmission time of the TCP flow does
not differ significantly between TCP-TCP and TCP-
TTP flows in a non-lossy environment. Furthermore,
there is very little difference for the 0.01%, 0.1%,
1.0% and 2% loss rates.
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Fig. 16. TCP friendliness of TTP under 0 % loss level in
the long-fat topology
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Fig. 17. TCP friendliness of TTP under 0.01 % loss level
in the long-fat topology
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Fig. 18. TCP friendliness of TTP under 0.1 % loss level
in the long-fat topology
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Fig. 19. TCP friendliness of TTP under 1 % loss level in
the long-fat topology
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Fig. 20. TCP friendliness of TTP under 2 % loss level in
the long-fat topology

D. Adaptation to Loss Rate

TTP’s design includes the capability to adapt to
loss conditions based on the link loss rates calculated
at the sender. This measure determines the amount
of encoding that will be used for each chunk, thus it
is important that TTP be reasonably accurate in it’s
estimation. To study this question, we adjusted the
link loss rate over the duration of a large file transfer
to be 10% in the short-slim topology. We selected
this very high loss rate so that we could assess TTP
in a scenario with higher variability. We set TTP to
initially encode for 20% loss. Figure 21 shows that
TTP adapts to the link loss rate after about the first
15% of the total transfer time. There are some minor
transients beyond this time based on bursts of losses
for individual chunks.
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Fig. 21. Speed at which TTP stabilizes it’s encoding level
based on link loss rate

IV. CONCLUSIONS AND FUTURE WORK

In this paper we describe the Tornado Transport
Protocol. It is designed to facilitate very high speed
transfers in large bandwidth environments with low
loss characteristics. It achieves reliability through
the use of forward error correction; in our evalua-
tion we use Tornado codes although other encoding
methods could certainly be used. TTP is also tunably
TCP-friendly in the sense that one can specify when
it will multiplicatively decrease in the face of loss.

We evaluate the performance of TTP in a sim-
ple simulation environment. Our evaluation com-
pares TTP against out-of-the-box TCP NewReno
as well as two high speed TCP implementations;
PSockets and Dynamic Rightsizing using two differ-
ent network topologies. We show that in long de-
lay, large bandwidth environments, TTP outperforms
TCP NewReno by nearly an order of magnitude and
under low loss conditions outperforms the next best
high performance TCP by nearly 300%. Our simula-
tions indicate that TTP might well be a good candi-
date for the increasing number of applications that
demand extremely high performance in wide area
networks.

Next steps in this work include development of an
actual implementation of TTP and controlled labora-
tory testing of the protocol. Further tests will include
wide area evaluation in high performance networks
such as Abilene.
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