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Abstract

Efficient NFS caches are particularly useful in order to
increase the scalability of a distributed NFS environment
as a whole. In this paper, we will apply graybox tech-
niques and build a NFS cache that can intelligently re-
move blocks from its cache, instead of simply relying on
a global replacement policy. The cache can do this by in-
ferring from the NFS network traffic which data the NFS
client is caching. The space saved in removing this data
can then be used to store other data a client may request,
thereby increasing the overall utility of the caches. It is
our goal that this ”middlebox cache” will have as little
data overlap as possible with the client cache. While we
have had some success in applying these graybox tech-
niques to reduce the cache overlap, we feel more work
needs to be done in order to obtain results needed for
these ideas to be adopted in NFS environments on a wide
scale.

1 Introduction

As costs of computers continue to drop, clustering and
distributed environments become a viable option for many
companies. For functionality and ease of use, distributed
file systems such as NFS or AFS are required to manage
these clusters. Despite its poor scalability, NFS is still
used today due to its simplicity and popularity. Sadly, a
typical NFS server severely suffers compared to AFS in
terms of scalability [7], thus requiring more servers to
be inserted into the network as more users join. Even
if a wealthy company can afford the number of servers
it needs, it may not be wise to increase the number of

NFS servers. This is because NFS does not share files
between servers, so data replication over servers and de-
creased availability are two problems that can plague a
distributed NFS environment. Also, NFS requires explicit
mounts of specific NFS server directories, consequently
creating an administrative nightmare and irritated users if
critical files are located on “busy” servers. Additionally,
NFS can be slow if the server is not located “close” to a
certain subset of clients. We aim to improve this situation
by showing that the insertion of a single transparent proxy
cache (herein referred to as a “middlebox”) near a set of
clients can reduce server load and client response time1.
For some workloads, by using this middlebox, it even be-
comes feasible to run NFS over a wide-area-network.

Since NFS clients already do their own local caching
of recently read data, it is senseless to spend money on a
middlebox cache when more memory can be purchased
for individual clients. We hope to justify the cost of the
middlebox by utilizing graybox techniques [1] to cache
only meaningful objects. By analyzing the semantics of
the NFS protocol, we can create a disjoint set of cache
elements, effectively increasing the size of the “local”
cache without requiring changes to the client or server
NFS code. This allows us to intercept read requests to
the server and service them locally from the middlebox.
This way, clients can benefit from other clients that have
previously accessed a particular file. If everything goes as
planned, the server will have a decreased workload, and
the client receives its requested data more quickly. Ideally,

1It should be noted that while we describe the middlebox cache
server as a separate entity that sits “close” to the client, the ideas and
techniques described throughout the remainder of the paperare equally
applicable to a server-side cache.
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the middlebox efficiency and server performance will in-
crease linearly in relation to the percentage of cache non-
overlap between the middlebox and clients. Currently,
our middlebox caching algorithms show that when using
graybox techniques we can decrease the cache overlap by
between 5% and 50% (as compared to base experiments)
on some workloads. On other workloads though, we have
not seen the low level of overlap we would have liked. We
are hopeful that more work can be done so that we can
acheive a substantial decrease in overlap in nearly every
realistic workload.

The rest of the paper is as follows. In Section 2 we
will give a more detailed description of how we can ap-
ply graybox techniques to solve our problem. Section 3
provides details of our implementation of the middlebox
cache. Section 4 describes the experimental setup used
for our tests. In Section 5 we will present our experimen-
tal results. Section 6 details related work, and finally we
will conclude in Section 7.

2 Application of Graybox Tech-
niques

The basis for graybox techniques is to achieve wide de-
ployment status of a specific technology. The reasoning
is that changing even a single line of code in an existing
piece of software (in our case, the NFS server or client im-
plementations) can negate the possibility of deployment
because of added administrative costs for bringing down
servers, patching, and losing money due to downtime.
Fortunately, graybox techniques can help us to achieve
nearly the same functionality, but with a better chance of
wide deployment.

Since we will not be changing NFS client or server soft-
ware, a basic overview of the NFS protocol is necessary
to understand why and how the middlebox learns from the
information intercepted from the client. For our research,
NFSv3 is used with Linux 2.6.x and 2.4.x kernels. For
all intents and purposes, the actual client implementation
hardly differs at all between the two kernels, and the pro-
tocol is identical. NFSv4 is still under heavy development
and very different than version 3 or 2 and marked as ex-
perimental in the newest 2.6.x kernel.

First, NFS runs over several independent layers. The

most important level of abstraction utilized is the Remote
Procedure Call (RPC). RPC modularizes all data transmit-
ted over the network and ensures delivery (or failure no-
tification) when running over an unreliable protocol such
as UDP. The RPC message types are the key pieces of in-
formation used when determining whether the client has
a piece of data cached. All of the RPC calls for the NFS
protocol are listed in the NFSv3 RFC (RFC 1813).

A key observation about the NFS client implementation
is its method of caching data. NFS is implemented within
the kernel for speed and ease of high level use by tak-
ing advantage of the VFS abstraction. Furthermore, the
caching it does is page-level, but it does not have to worry
about specific page caching policies because cached data
is included within the Linux global page cache. Here, a
LRU approximation is applied. However, NFS also lets
data pages timeout after a few seconds if the correspond-
ing file’s timestamp is not refreshed. This knowledge
alone can be applied to the middlebox so that it main-
tains a somewhat disjoint cache without using any gray-
box techniques. It can do this by simply running a differ-
ent replacement policy than the client.

The RPC level is fairly simple. For example, a sin-
gle read system call is sent over the network as aread
RPC call. However, there are many other remote pro-
cedures with a far less intuitive meaning. For instance,
when mounting a NFS drive,fsinfo andfsstat calls
are sent to the server to request specifc information about
the actual file system.

In the case of reads, there are two cases we are con-
cerned about:

1. The client does a normal read from a file and has
nothing cached.

2. The client does a read, but has the data cached and
needs to find out if it is stale or not.

In the first case, there may be some RPC calls to ini-
tially open a file, followed by a series of RPCread calls.
The number ofread calls depends on the block-size and
is determined at mount time.

In the second case, the client has the data cached, but
it must check the timestamp of the file each time before
it can start using the data. This is achieved by sending
a getattr RPC call. This observation is paramount to
our research because it is a strong hint that the client has
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something cached, and that we should not be caching the
same data. Thus, we will run a block replacement rou-
tine on the proxy when we receive agetattr call. This
procedure is explained in more detail in the next section.

3 Implementation

The cache is implemented as a standalone program that
sits between the server and the client. It should again be
noted that while the cache was implemented this way, it
could also have been implemented as an intelligent server-
side cache. The cache works on the RPC level rather than
at the UDP packet level. This was chosen for the sake
of simplicity, because RPC hides a lot of details such as
packet retransmissions, and moreover, there is inherently
much greater structure in the data than when viewed as
single UDP packets.

The cache is only concerned with the NFS RPC calls.
That is, we do not provide an extra implementatin of
themountd program. When mounting a NFS directory
through the middlebox, we instruct the mount program to
contact the server directly for mount information, but we
instruct it to contact the middlebox for actual NFS data.

The first task is creating an XDR (external data repre-
sentation) definition file. The NFS version 3 RFC doc-
ument (RFC 1813) contains within it all data definitions
needed to create this file. The programrpcgen can then
use this XDR file to create server and client stubs for the
middlebox, and it also translates the XDR data structures
into ‘C’ data structures and creates procedures that cor-
rectly marshalls and unmarshalls that data. Once this is
complete, the only remaining parts to create are the actual
remote procedures that will be called by the NFS client.

The middlebox essentially acts as both a NFS server
and a NFS client. Thus, the implementation of each of the
twenty-one NFS remote procedures consists of making a
connection to the NFS server, making the same remote
procedure call on the server, retrieving the return data,
and then finally returning that data to the client. Since
we are interested in caching data for read requests, in the
case of the proceduresread andgetattr, some extra
work needs to be done. Figure 1 depicts the events that
happen when either aread or agetattr call is gener-
ated on the client. When the cache receives a read request,
it needs to check if the data that is being received is in the
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Figure 1: Middlebox Cache Implementation Diagram This
diagram shows at a coarse level of detail the workings of the
middlebox’s cache. A client-side read request starts by exam-
ining its own cache for the data. If it is there, then it sends a
getattr call to the middlebox which sends the request along
to the NFS server. At this point, the middlebox is fairly certain
that thegetattr call was a result of a read to data in the client
cache, so the middlebox will run a local replacement algorithm.
This could result in the eviction of one or more data blocks de-
pending on the local replacement algorithm in use. If the RPC
call is instead aread call, then the middlebox will just act as
any other cache would, returning data if it’s cached, otherwise
just sending the request to the server.

cache, and if it is, the middlebox updates a count variable,
which is used for global cache replacement policies. For
example, if a cache block needs to be evicted, and we are
using a LRU replacement policy, then we will evict the
block with the lowest count value. If the data that is being
requested is not in the cache, then the data is inserted, and
the count variable is incremented.
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When we receive agetattr RPC, then as we men-
tioned before, we can be fairly certain that the client is
reading data that it has cached. In this case, one of two
things can happen – either we have the data in the cache,
in which case we evict some of the data blocks in the mid-
dlebox’s cache, or we do not have any of that data cached,
in which case we simply forward the request to the server.
The only information in the argument of agetattrRPC
call is a file handle. Thus, we don’t know which blocks of
the file the client may be caching. Therefore we need what
we term a “local” replacement policy. That is, a cache re-
placement policy that will be implemented on a per-file
basis. We have implemented two local replacement poli-
cies which we call ‘whole-file’ and ‘local-MRU’. For ex-
ample, if there is agetattr call for file ‘x’, and we are
performing local-MRU replacement, then we will evict
the most-recently-used block of file ‘x’ in the middlebox’s
cache. Alternatively, if we are performing whole-file re-
placement, then we will evict every block of file ‘x’ that
is in the middlebox’s cache.

The actual cache is only implemented as a cache sim-
ulator. That is, we only care about what data would be
in the middlebox’s cache and not if the data is actually
stored in the cache. AcacheElement structure is de-
fined in the middlebox that contains the offset, size, and
file handle of a simulated block of data, which is sufficient
for our purposes to fully describe the block it represents
in the cache.

4 Testing Methodology

The tests are run with the NFS client and the middlebox
on the same machine and the NFS server on a separate
machine. Apparently, there are implementation issues
within the Linux kernel which does not allow the mid-
dlebox, client, and server to all run on the same machine.

Three sets of workloads are used to measure the amount
of data cached on the middlebox and the percentage of
non-overlapping data between it and the client cache. The
middlebox can output a snapshot of its cache contents,
and we use themincore UNIX system call to determine
what the client is caching. By comparing these two snap-
shots, we can determine the middlebox’s cache fill level
and the percentage of non-overlapping data. The percent-
age of non-overlapping data is essentially the percentage

of the middlebox’s cache that does not have any data in
common with the client cache. Therefore, a “good” result
is one where the middlebox’s cache is relatively full, and
the percentage non-overlap is high.

Since the client cache could potentially be very large,
we need a way to make the client cache more manageable.
To do this, we have a “balloon” program running during
the tests which simply mallocs a lot of memory. By doing
this, we are able to fairly easily control the size of the
client cache.

We test six different combinations of the global and lo-
cal cache policies. We first test global LRU and global
MRU with no local replacement policy as control exper-
iments. These two experiments serve as good base ex-
periments upon which to evaluate the performance of the
local-replacement policies. We then use these global poli-
cies along with one of two local replacement policies, giv-
ing us a total of six combinations of cache replacement
policies.

The first workload is acquired from the Postmark
benchmark. Postmark creates files of random sizes and
then performs random sequential reads on those files. We
instruct Postmark to create twelve files of size ranging
randomly from 4 KB to 50 KB. This gives us an aver-
age file size of 25 KB, and total file data of about 300 KB,
which is roughly twice the size of the middlebox cache
(165 KB for the Postmark tests). We also use the balloon
program to keep the client-side cache at roughly 200 KB.
During the test, we instruct Postmark to perform about
600 KB of reads.

As noted in several benchmarking papers on dis-
tributed file systems, the majority of file accesses are
small random reads [3, 4]. Thus, the Postmark tests
give a workload characteristic of a mail server or other
workloads that do sequential reads, such as a word
processor. Therefore, for realism, the second and
third workloads we use are Sprite tracefiles taken from
http://tracehost.cs.berkeley.edu/traces.html. The trace-
files are from instructional machines at the University of
California, Berkeley, and the traces were taken between
September 11 and December 26, 1996. Our hope is that
these tracefiles give us a more accurate depiction of a
“real-world” workload. A single tracefile represents one
day’s worth of trace data. We take two subsets of one of
the tracefiles and use these as the second and third work-
loads. In the first subset of data, about 950 KB of data is
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Figure 2: Postmark Results This graph shows the middlebox
cache fill and the percentage of non-overlapping cache data be-
tween the middlebox and the NFS client. The y-axis is a scale
from zero to one-hundred and is a percentage, and the x-axis
has the six combinations of cache replacement policies. Each
x-axis label is composed of two acronyms. The first acronym
represents the global cache replacement algorithm used, and
the second represents the local cache replacement algorithm in
use. LRU stands for least-recently-used, MRU stands for most-
recently-used, WF stands for whole-file, and NF stands for no-
force (meaning that no local replacement is used). The striped
bar in each grouping shows the total amount of data cached in
the middlebox as a percentage of total cache capacity. The solid
bar shows the percentage of data in the middlebox’s cache that
is not also being cached on the client.

read. The second subset reads about 1.35 MB of data. It
should be noted that for these tests, we increase the proxy
cache to 300 KB. We also keep the client-side cache be-
tween 300 and 400 KB.

5 Workload Results

The results from the Postmark workload are found in Fig-
ure 2. The very low non-overlap when using global LRU
and no local replacement policy indicates that the client
cache replacement policy is a close approximation to LRU
replacement. Thus, when the middlebox uses only global
MRU and no local replacement policy, we have better re-
sults (higher non-overlap).
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Figure 3:FS Trace Workload 1 Results This graph shows the
results after running the first file system trace workload. Refer
to Figure 2 for a description of the graph. Surprisingly, LRU
NF and MRU NF perform very well already, without the extra
benefit of local replacement policies. While there is small gain
in terms of non-overlap in each of the local and global replace-
ment combinations, the gain is not as much as was found with
the Postmark benchmark. Also, in each test, the middlebox’s
cache is greater than 60% full. This is in contrast to the results
found in Figure 2, where the middlebox cache fill level varies
dramatically between different cache policy combinations.

At first glance, the very high non-overlap when using
an LRU global replacement policy and a whole-file local
replacement policy seems like an outstanding result. Our
excitement should be tempered though since the amount
of data in the middlebox’s cache is very low. On subse-
quent reads this empty space will be filled in with data
that will most likely also be cached on the client, result-
ing in much lower non-overlap. Nonetheless, the results
do show improvement over pure global LRU replacement.
When using an MRU local replacement policy, we see a
20% improvement over pure global LRU replacement in
terms of non-overlapping data. Furthermore, the middle-
box’s cache has maintained 100% cache fill.

Using MRU as the global replacement policy and
whole-file replacement as the local replacement policy re-
sults in extremely high non-overlap and fairly high cache
fill. This is a very good result and represents about a
50% increase in non-overlap as compared to a pure global
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Figure 4: FS Trace Workload 2 Results This graph shows
the results after running the second file system trace workload.
Refer to Figure 2 for a description of the graph. As with the
first trace workload, there is relatively high non-overlap with
the base experiments alone. Unfortunately, unlike the results
from the first trace workload, these results show that some of
the global and local combinations perform no better than their
respective base experiment.

MRU replacement policy. When using MRU as the local
replacement policy, there is only about a 10% higher non-
overlap than when using pure global MRU replacement.

Figure 3 shows the results of performing the first file
system trace workload. First, we were surprised to see
that both global LRU and global MRU perform very well
by themselves when compared to the Postmark workload.
That is, they both have greater than 60% non-overlap,
and global LRU replacement actually outperforms global
MRU replacement! The only explanation we can offer
for these surprising results is that these file system trace
workloads are a far cry from the sequential file reads of
the Postmark workload. After observing the RPC calls
made to the middlebox, it is evident that the file system
trace workloads are characterized by small reads to many
different small files and rarely a full file scan of a large file
(i.e. greater than 400 KB). Thus, because the base experi-
ments perform so well already on the trace workloads, the
gain achieved through applying local force-out policies is
far less than the gains on the Postmark workload.

The results for the second file system trace workload,

found in Figure 4, again show that the base experiments
perform well by themselves. While the results when using
local cache replacement policies on the first trace work-
load show some increase in non-overlap in each case, in
the second trace workload, only some of the replacement
policy combinations show improvement, while the others
do no better than the respective base experiments.

While the Postmark results seem rather promising, the
“real-world” workloads show that it is difficult to obtain
higher non-overlap than what the base experiments al-
ready achieve. It is evident that more work needs to be
done if performance levels which would result in wide
deployment of these techniques and ideas are to be ob-
tained.

6 Related Work

Recently, there has been much work in the area of multi-
level caching. Most of this research is concerned with
new or modified page replacement schemes, or cache
level communication enhancements. Which page replace-
ment policy used is indeed important sinceHoneyman
and Muntzshowed that blindly applying LRU to upper-
level caches can be detrimental to performance [8]. Cer-
tainly, our middlebox is just another level of intelligent
caching. However, we have several added restrictions. In
Wilkes and Wong’sDEMOTE scheme [11], cache levels
can interact. DEMOTE can kick a page out of a lower
level cache into a higher one, ensuring 100% disjoint (mi-
nus one page) caches, and allowing very promising re-
sults. Their implementation is a direct violation of gray-
box ideas because heavy modification of the core virtual
memory manager is needed. In addition, DEMOTE can
double network traffic in the worst case, creating strains
on a possibly already busy network. Yet, their work was
crucial to be able to recognize that disjoint caches are a
necessity when dealing with multiple levels.

In our work we have shown that just chosing the right
classic global page replacement policy can make a sub-
stantial difference. More recent work has shown that more
general (opposed to specific as is the case with DEMOTE)
page replacement algorithms such as FBR [10], Multi-
Queues [12], LRU-k [9], LFRU [6] and others can be used
to furthur increase performance. For instance, we cannot
tell exactly when an NFS client ejects a page, but we can
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make an educated guess. Work along these lines has been
done by Yuanyuan Zhou et al. by defining anidle distance
to label inactive pages within the cache and then furthur
heuristics to determine whether or not to evict a page [5].

Page replacement policies aside, there are other ways to
learn information about a target layer or host. The frontier
work done by Arpaci-Dusseau et al. laid out a framework
for graybox systems – a toolbox [1]. They give four ba-
sic rules for obtaining useful information from semantics.
The first rule, statistical methods, is concerned with tim-
ing schemes to learn what the lower layer is doing. This
is impractical for our purposes because the introduction
of a network between caching layers nullifies any precise
and consistant timing results that would need to be relied
upon. Another of the four rules is to use probes to in-
teract with a layer to spark an expected output. Again,
in our case this is not as useful as it seems because the
client follows a strict request-reply structure and would
discard unexpected incoming RPC packets2. The last two
defined rules, moving the system to a known state, and
using microbenchmarks to tweak graybox parameters, are
more interesting to us. This last suggestion is critical for
our middlebox, as seen in previous sections, since we use
Postmark, Sprite file system traces, and other workloads
to tune our middlebox.

Other previous work worth mentioning is the X-RAY
graybox system [2] that was applied to RAID caching to
obtain exclusivity between cache levels. Not only was
this achieved, but the semantic inferencing it does is fairly
similar to ours. X-RAY can determine when a data block
is inserted or evicted into the file system cache by watch-
ing whether or not disk reads were to a previously read
block. X-RAY has accuracy limitations due to timing
granularities, but was one of the first papers to show that
graybox technology improves performance and increases
the chance of deployment.

2As stated, our research is concerned with NFSv2 and NFSv3.
NFSv4 is different in regards to the state it maintains. For instance,
NFSv4 has a context for open files. This structure alone does not follow
the request-reply format since both the NFS server and client both have
to be ready to accept arbitrary RPC packets

7 Conclusions and Future Work

In this paper we have implemented a proxy between NFS
client and server that utilizes graybox ideas. By inserting
an intelligent middlebox close to a set of clients, server
load can decrease resulting in better scalability. In ad-
dition to this, clients have a significantly better response
time for data that has recently been removed from their
own local cache. They may also retrieve information
fetched earlier by a different client, allowing popular files
to be accessed notably faster.

We have shown that the chosen cache element replace-
ment policy (i.e. page replacement) can greatly impact
the middlebox performance. By running multiple combi-
nations of global and local page replacement policies, we
were able to tweak the middlebox and obtain an improve-
ment in Postmark between 5% and 50% for cache exclu-
sivity. Since the middlebox’s primary means of improv-
ing is microbenchmark results, we tested it with recorded
real-world system call traces (Sprite traces). However, in
this case, we had marginal gains in performance. While
this is somewhat disappointing, it reinforces the fact that
it is possible to find or craft workloads to counteract what
the middlebox is inferring to achieve a lower cache hit ra-
tio. We believe this is not a major problem as all systems
have particular workloads that cause problems, plus the
middlebox is still in development and tweaking phase as
well.

Future work includes tweaking parameters to adapt to
these situations. Furthermore, the middlebox could moni-
tor traffic and use the cache overlap as a heuristic to deter-
mine if it should adapt to current traffic and switch to ei-
ther global or local cache replacement policies. We would
also like to implement other modern replacement algo-
rithms described above in the related work section into
the local and global replacement schemes. Another pos-
sible vector of learning would be using the graybox idea
of probes to learn from a NFS client. To do this, we could
change a client to send extra information when probed
without changing the actual NFS protocol3. However,
this idea of probing is bending graybox rules and possibly
makes deployment of the middlebox infeasible. Finally,

3In current NFS implementations, thenullRPC call is not used and
can be hijacked for probing purposes. Simple modifications to the client
kernel have already been done and show this is a feasible possibility.
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one other improvement we wish to make in future work
is to keep a short history of RPC calls to better infer what
system calls the client is making at the time.
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