
Research Statement

Akash Lal

akash@cs.wisc.edu

In the modern world, not only is software getting larger and more complex, it is also becoming pervasive
in our daily lives. On the one hand, the advent of multi-core processors is pushing software towards becoming
more concurrent. On the other hand, software is everywhere, inside nuclear reactors, space shuttles, cars,
traffic signals, cell phones, etc. In meeting this demand for software, reliability will be a key factor, for which
program verification plays an important role.

My research addresses both of these challenges. (i) I designed new techniques for the verification of
concurrent programs. Traditional methods, like software testing, are ineffective for concurrent software,
increasing the need for verification tools. (ii) Along with colleagues at Wisconsin, I designed a model checker
for machine code. In many scenarios, including those with malicious software, source code or debugging
information may not be available. In those cases, it is necessary to have a tool that can understand machine
code. Even when source code is available, it may still be desirable to check the compiled machine code
because it guards against bugs in the compiler. In current work, I am merging these directions to build a
verification tool for concurrent machine code.

In future, I would like to continue working on verification of concurrent machine code, and also on
developing new directions towards building better, more reliable software.

Dissertation Research

Verification of concurrent programs [7, 10]: Verification of concurrent programs, as well as sequential
programs is undecidable, in general. However, what makes concurrency harder is that even with a simple pro-
gram abstraction, the presence of concurrency makes the problem computationally expensive. For instance,
pushdown abstractions, also called interprocedural abstractions, are important for programs with multiple
procedures. They allow for verification of a large class of properties and also permit modular reasoning of
a program based on its procedural structure. However, even with a Boolean pushdown abstraction of each
computation thread (i.e., a finite abstraction of the data along with an unbounded control stack), the analysis
of sequential programs is PTIME, whereas the analysis of concurrent programs is undecidable.

Because of the above result, most verification tools give up precise interprocedural reasoning. What
distinguishes my research from others is that it retains the procedural structure of the program. I sidestep
undecidability by placing a bound on the number of context switches.1

We call the analysis of concurrent programs under a bound on the number of context switches context-
bounded analysis (CBA). CBA is an interesting avenue of research that has attracted a lot of attention
recently. Qadeer and Rehof showed that CBA is decidable for a Boolean (or finite) pushdown abstraction
[13]. Later, empirical evidence was used to show that many concurrency-related bugs can be found in a few
context switches [12]. However, this research used a dynamic tool that cannot provide static guarantees of
coverage, even under a context bound.

My approach towards CBA is to be able to take any interprocedural analysis for sequential programs
and extend it to do CBA. I have two results towards this goal.

Result 1: Weighted pushdown systems (WPDSs) are a commonly used program model that can capture
many interprocedural program abstractions: the pushdown nature captures control-flow across multiple pro-
cedures and the weights describe a generic abstraction of data. Working with WPDSs has the advantage
that any results on WPDSs automatically extend to all its instantiations.

I showed that if each thread is modeled using a WPDS then CBA is decidable, and also gave an algorithm
for doing CBA [10]. This result required one extra property on the weights: they must have a tensor operation.
I also showed that this operation exists for a large class of abstractions Atensor, which includes infinite-state
abstractions. The significance of this result is that one only needs to show two properties to automatically
obtain an algorithm for CBA: (i) the abstraction satisfies (or approximates) the properties required by a
WPDS; and (ii) the abstraction belongs to the class Atensor, or an appropriate tensor operation exists.
Neither of these requires any concurrency-related reasoning.

1 A context switch is defined as the transfer of control from one thread to another thread.



This result builds on two key parts. First, I showed that all behaviors of a WPDS can be captured using
a weighted transducer. A transducer is like a finite-state machine, but it has an output tape as well. I showed
that one can construct a weighted transducer τ for a thread T , such that when a state s of T is written on
the input tape of τ , it can write a state s′ on the output tape if and only if there is an execution of T from
s that results in s

′. This provides a strong characterization of the set of behaviors of the thread. Next, CBA
reduces to composing these transducers as many times as the number of context switches. I showed that this
can be done provided the weights have a tensor operation.

This work provided theoretical insight into CBA. However, the construction of the transducers is an
expensive operation. I improved on this by giving a more direct way of doing CBA that avoids the transducer
construction.

Result 2: I showed that given a concurrent program P and a context bound K, one can create a sequential
program PK such that the analysis of PK is sufficient for CBA of P under the bound K [7]. This reduction
is source-to-source, and requires no assumptions nor extra work on the part of the user, except for the
identification of thread-local data. I implemented this technique for a language that is used to specify Boolean
programs (a commonly used model for model-checking tools) to create the first known implementation of
CBA. It scales to programs with shared state space as large as 224 states and 10 context switches.

The key insight behind this result is that in a program with two threads T1 and T2, execution proceeds
with control alternating between the two threads: T1; T2; T1; · · · . Concurrent analysis is hard because during
the analysis of T2, one also has to keep track of the local state of T1, so that it can be restored when T1

resumes execution. Keeping track of multiple local states, typically, makes the verification task expensive (or
even undecidable). I solved this by transforming the threads to T s
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; · · · , which involves no thread interleaving. For this, when the first thread is about to

relinquish control to the second thread, it simply guesses the effect that T2 will have on the shared state
and resumes execution. It does this K times, making a total of K guesses. Next, control is given to T

s

2
and

it verifies whether the K guesses made by T s

1
were correct. If not, the execution is aborted. This ensures

that any execution that is not aborted is a valid execution of the concurrent program. I showed that this
guess-and-check strategy can be implemented using a source-to-source transformation.

Currently, I am in the process of applying this reduction to machine code.

Verification of machine code [5, 11]: Most program-verification tools focus on analyzing source code.
Unfortunately, most programs that an individual user will install on his computer, and many commercial
off-the-shelf programs that a company will purchase, are delivered as machine code. Even when source code
is available, the possibility of bugs in the compiler undermines confidence in verification results obtained
from source code [1].

In working with machine code, the low-level details, and the lack of high-level constructs, pose several
challenges. Source-code-analysis tools use control-flow graphs, type information, alias analysis, etc. that are
provided by most front-ends for source code. Identification of such information for machine code is itself a
challenging problem. Other low-level details, such as pointer arithmetic, non-aligned memory accesses, and
indirect control jumps complicate the analysis further.

Along with colleagues at Wisconsin, I developed a tool, MCDASH, for model checking machine code
[5, 11]. It was inspired by DASH, a tool for model checking source code [2]. DASH uses a mixture of testing
and abstraction: it either tries to drive a test towards the target (which may be a bad state), or uses predicate
abstraction to prove that the target is unreachable. The testing can be used to learn necessary information,
like aliasing, on the fly.

The first challenge in designing MCDASH was to build an infrastructure for machine code. In particular,
one requires primitives for concrete execution (for testing); and symbolic execution and weakest precondition
(for constructing proofs). This is a daunting task because instruction sets, such as Intel x86, have hundreds
of instructions. The typical approach to creating these primitives is to implement each of them separately.
When done manually, this can be a tedious and error prone task. We used semantic reinterpretation to show
how each of the primitives could be automatically generated from a description of concrete semantics of the
language [11]. We have generated implementations for the x86 and PowerPC instruction sets.

Next, we redesigned the basic algorithm from DASH to address problems that one faces when analyzing
machine code: (i) in the the absence of type information, we capture aliasing using constraints on values
that are dereferenced, i.e., used to index the memory; (ii) in the absence of control-flow graphs, MCDASH

discovers control-flow information and procedures on the fly; (iii) MCDASH optimizes for the common case of

2



word-aligned memory accesses, but can deal with non-aligned accesses as well; (iv) MCDASH also optimizes
for the common case of a procedure restoring the stack pointer on return, which helps in dealing with local
variables. We have demonstrated, on small examples, that MCDASH is competitive with DASH when the
former is given the compiled version of the programs given to the latter.

We also extended MCDASH to analyze self-modifying code. Previous work on analyzing self-modifying
code was concerned with proof systems for reasoning about such code. To the best of our knowledge, MCDASH

is the first model checker to address verification of self-modifying code. We have only experimented with toy
examples as of now, and are in the process of scaling the tool to work on real-world programs.

Past Research

Interprocedural analysis [3, 4, 6, 8, 9, 14]: My past research has been on interprocedural analysis using
weighted pushdown systems (WPDSs). This work laid down a strong foundation for my later research.

I showed how the basic model of WPDSs can be extended to model local variables of programs [9]. All
our program-analysis implementations that earlier used WPDSs now use the extended model. I used results
from graph theory to show how to optimize single queries [6] and multiple queries [8] on WPDSs, irrespective
of the abstraction being modeled. This resulted in automatic speedup for all our analyses.

WPDSs have the advantage of being general, and they also provide an expressive abstraction of the
program stack. Along with colleagues, I showed how to leverage these features of WPDSs to build a debugging
tool [4]. It uses lightweight information recorded during program execution, along with other information
such as the stack trace, to reconstruct a possible failing execution of the program. This paper was one of six
papers nominated for an ETAPS-wide best-paper award.

I used WPDSs in conjunction with automata theory to show how forward and backward interprocedural
analyses could be combined [3]. Intersecting forward-reachable states from the program entry with backward-
reachable states from a set of bad states constitutes an error projection: it encapsulates all buggy executions
of the program. Subsequent abstraction refinement needs only to be applied inside the error projection.

Future Research

There have been numerous advances in the area of software verification, but they have mostly been applied
to source code. Several research directions emerge when verification, or static analysis in general, is applied
to machine code. In the near future, I plan to continue working on building a model checker for concurrent
machine code, making it more scalable and more robust. The goal is to be at a level where the model checker
could be run on any medium-sized program downloaded off the Internet with reasonable confidence of it
providing a useful answer. This requires theoretical research to make verification faster, as well as practical
research to make it applicable to real-world software. In the long term, I am interested in all aspects of
program analysis and program understanding that contribute towards building better, more reliable software.

Below are some avenues of research inspired by my work on MCDASH.

Modeling the environment: A big challenge for verification tools is the ability to model the environment
inside of which a program executes. Architectural details such as the memory subsystem are important when
dealing with multi-core machines that have multiple caches and a weak-consistency model, because these
details are often ignored by developers and may lead to bugs. Operating-system details such as system calls
and the file system are important for capturing the input to, and the output from a program. I plan to build
an infrastructure for generating models of the environment that can be used by various verification tools.

Mixing lazy and eager analysis: Counter-example-based model checkers are goal-driven. They learn
their abstraction through paths that may lead to the target (or the goal) under the current abstraction. This
has the advantage of being lazy: only those properties (such as branch conditions, aliasing, etc.) are picked
up that are relevant to the goal. However, this can also slow down the tool.

Control-flow graphs (CFGs) provide a starting abstraction for the program, where all the program counter
(PC) values are defined. Because construction of CFGs for machine code is itself a challenging problem,
MCDASH does not rely on CFG information. It starts with a very coarse abstraction that does not have the
PC values defined. Because of this, MCDASH cannot be sure of where a procedure might return.2 Being lazy,
it tries to answer several questions separately: “Can the procedure return to address v1?”, “Can it return to
v2?” and so on. This is an extremely slow process, especially considering that in most cases, the procedure

2 The return address of a procedure is stored on the stack and may potentially be modified via pointers to the stack.
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will only return to the expected return address (i.e., the one after the call instruction). We currently solve
this problem by being more eager. First, we look at concrete executions of the program and store possible
return addresses of procedures. Next, when a property has to be proved on procedure P , we first pose the
following question to MCDASH: “can P return to an address other than what we have seen so far?”. If the
answer is NO then we have once and for all proved the possible return sites of P . Otherwise, we know that
the return address may be clobbered inside P , and it is worthwhile to let MCDASH explore P in more detail.

For source-level model checkers, CFGs and alias analysis can be seen as information provided eagerly.
Because these are not available for machine code, appropriate techniques need to be developed so that the
model checker can, at times, switch into an eager mode and prove properties that are not immediately related
to the goal, but will help speed up the entire process. Finding loop invariants and data-structure invariants
are other examples where eager analyses are likely to help. In terms of concurrency, identifying thread-local
memory is critical for scalability, and it is more suited for an eager analysis.

Below are some avenues of research for concurrent programs that I plan to pursue.

Heap-manipulating concurrent programs: In order to build a robust tool, one has to be able to deal
with the program heap. Most programs use common data-structures, such as lists, trees, etc., stored on the
heap, and reasoning about these data-structures is important for proving properties on the whole program.
Current tools for heap-manipulating programs require that locks be identified in the program because they
provide direct knowledge about the atomic sections in the program. This may not be practical for machine
code, or the locks may have been implemented implicitly via shared memory. Because our reduction for CBA
does not require explicit knowledge of locks, it is a suitable technique for machine-code analysis.

However, the reduction increases the vocabulary used to represent thread-shared data K-fold, where K is
the number of context switches. Some of the existing techniques for sequential heap-manipulating programs
double the vocabulary to compute procedure summaries. It would be interesting to see if these techniques
could be made to handle a K-fold increase, thus making them capable of doing CBA.

CBA to proofs: While CBA has the potential of providing useful answers for concurrent programs, it
still cannot prove that a property holds under unbounded concurrent behavior. Empirical evidence shows
that CBA, even with a small bound on the number of context switches, covers a significant portion of the
entire reachable state space. Thus, proofs with a context bound should provide information about how to
obtain proofs without a bound. This situation is similar to the use of widening in loops: one generalizes from
the observations made after going around the loop a few times to obtain a loop invariant. For concurrency,
instead of generalizing the behavior of a loop, one has to generalize the behavior of an entire thread.

My previous results already provide a head start: we know that the behavior of a thread, when modeled
using a WPDSs, can be conveniently captured using a transducer. Characterizing behavior under unbounded
concurrency amounts to taking the Kleene closure of a transducer, and widening corresponds to approxi-
mating this closure. I plan to pursue this in more detail in the future, using automata-theoretic techniques.

Beyond verification: A key step towards broad acceptance of verification tools by software developers
would be the ability to have the tools interact with developers. Not only is it necessary for tools to find and
present bugs, but they should also be able to communicate proofs of properties that do hold. For instance,
documenting inferred type information, loop invariants, etc. can be valuable during the software development
process.

This requires further research in minimizing proofs, once they are obtained, and in the development
of rewriting techniques that can present the same proof in different ways so that the user gets multiple
perspectives of the same proof. I feel this is especially important for concurrent programs. While it is
accepted that loop invariants and pre-post conditions of procedures are very useful for sequential programs,
there is no such corresponding notion for concurrent programs. The relationship between locks and the data
they protect is useful, but not sufficient in all cases. A better understanding of the proofs of existing programs
can spawn better programming practices and also influence the design of new languages.

Conclusion: My research has involved a mix of automata theory, graph theory, interprocedural analyses,
debugging techniques, concurrency, and machine-code analyses. Most often, my results have come from
combining ideas from these different areas. I would like to collaborate with other researchers in programming
languages, as well as in other related areas of computer science that can benefit from verification and program-
understanding techniques.
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