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Abstract. The paper presents a novel technique to create implementa-
tions of the basic primitives used in symbolic program analysis: forward
symbolic evaluation, weakest liberal precondition, and symbolic composi-
tion. We used the technique to create a system in which, for the cost
of writing just one specification—an interpreter for the programming
language of interest—one obtains automatically-generated, mutually-
consistent implementations of all three symbolic-analysis primitives. This
can be carried out even for languages with pointers and address arith-
metic. Our implementation has been used to generate symbolic-analysis
primitives for x86 and PowerPC.

1 Introduction

The use of symbolic-reasoning primitives for forward symbolic evaluation, weak-
est liberal precondition (WLP), and symbolic composition has experienced a
resurgence in program-analysis tools because of the power that they provide
when exploring a program’s state space.

— Model-checking tools, such as SLAM [1], as well as hybrid concrete/symbolic
program-exploration tools, such as DART [6], CUTE [13], SAGE [7], BITSCOPE
[3], and DASH [2] use forward symbolic evaluation, WLP, or both. Symbolic
evaluation is used to create path formulas. To determine whether a path 7 is
executable, an SMT solver is used to determine whether 7’s path formula is
satisfiable, and if so, to generate an input that drives the program down .
WLP is used to identify new predicates that split part of a program’s state
space [1,2].

— Bug-finding tools, such as ARCHER [15] and SATURN [14], use symbolic com-
position. Formulas are used to summarize a portion of the behavior of a
procedure. Suppose that procedure P calls @ at call-site ¢, and that r is the
site in P to which control returns after the call at c. When c is encountered
during the exploration of P, such tools perform the symbolic composition

* Supported by NSF under grants CCF-{0540955, 0524051, 0810053}, by AFRL under
contract FA8750-06-C-0249, and by ONR under grant N00014-09-1-0510.
** Supported by a Symantec Research Labs Graduate Fellowship.
*** Supported by a Microsoft Research Fellowship.



of the formula that expresses the behavior along the path [entryp, ..., | ex-
plored in P with the formula that captures the behavior of @ to obtain a
formula that expresses the behavior along the path [entryp, ..., 7).

The semantics of the basic symbolic-reasoning primitives are easy to state; for
instance, if 7(o,0’) is a 2-state formula that represents the semantics of an in-
struction, then WLP(1, ) can be expressed as Vo'.(7(o,0") = ¢(0’)). However,
this formula uses quantification over states—i.e., second-order quantification—
whereas SMT solvers, such as Yices and Z3, support only quantifier-free first-
order logic. Hence, such a formula cannot be used directly.

For a simple language that has only int-valued variables, it is easy to recast
matters in first-order logic. For instance, the WLP of postcondition ¢ with re-
spect to an assignment statement var = rhs; can be obtained by substituting
rhs for all (free) occurrences of var in ¢: @[var « rhs]. For real-world program-
ming languages, however, the situation is more complicated. For instance, for
languages with pointers, Morris’s rule of substitution [11] requires taking into
account all possible aliasing combinations.

The standard approach to implementing each of the symbolic-analysis prim-
itives for a programming language of interest (which we call the subject lan-
guage) is to create hand-written translation procedures—one per symbolic-
analysis primitive—that convert subject-language commands into appropriate
formulas. With this approach, a system can contain subtle inconsistency bugs
if the different translation procedures adopt different “views” of the semantics.
The consistency problem is compounded by the issue of aliasing: most subject
languages permit memory states to have complicated aliasing patterns, but usu-
ally it is not obvious that aliasing is treated consistently across implementations
of symbolic evaluation, WLP, and symbolic composition. One manifestation of
an incomnsistency bug would be that if one performs symbolic execution of a path
7 starting from a state that satisfies v = WLP(w, ), the resulting symbolic
state does not entail . Such bugs undermine the soundness of an analysis tool.

Our own interest is in analyzing machine code, such as x86 and PowerPC.
Unfortunately, machine-code instruction sets have hundreds of instructions, as
well as other complicating factors, such as the use of separate instructions to
set flags (based on the condition that is tested) and to branch according to the
flag values, the ability to perform address arithmetic and dereference computed
addresses, etc. To appreciate the need for tool support for creating symbolic-
analysis primitives for real machine-code languages, consult Section 3.2 of the In-
tel manual (http://download.intel.com/design/processor /manuals/253666.pdf),
and imagine writing three separate encodings of each instruction’s semantics to
implement symbolic evaluation, WLP, and symbolic composition. Some tools
(e.g., [7,3]) need an instruction-set emulator, in which case a fourth encoding of
the semantics is also required.

To address these issues, this paper presents a way to automatically obtain
mutually-consistent, correct-by-construction implementations of symbolic prim-
itives, by generating them from a specification of the subject language’s con-
crete semantics. More precisely, we present a method to obtain quantifier-free,



first-order-logic formulas for (a) symbolic evaluation of a single command, (b)
WLP with respect to a single command, and (¢) symbolic composition for a
class of formulas that express state transformations. The generated implemen-
tations are guaranteed to be mutually consistent, and also to be consistent with
an instruction-set emulator (for concrete execution) that is generated from the
same specification of the subject language’s concrete semantics.

Primitives (a) and (b) immediately extend to compound operations over
a given program path for use in forward and backwards symbolic evaluation,
respectively; see §6. (The design of client algorithms that use such primitives to
perform state-space exploration is an orthogonal issue that is outside the scope
of this paper.)

Semantic Reinterpretation. Our approach is based on factoring the concrete
semantics of a language into two parts: (i) a client specification, and (ii) a
semantic core. The interface to the core consists of certain base types, function
types, and operators, and the client is expressed in terms of this interface. Such
an organization permits the core to be reinterpreted to produce an alternative
semantics for the subject language. The idea of exploiting such a factoring comes
from the field of abstract interpretation [4], where semantic reinterpretation has
been proposed as a convenient tool for formulating abstract interpretations [12,
10] (see §2).

Achievements and Contributions. We used the approach described in the
paper to create a “Yacc-like” tool for generating mutually-consistent, correct-
by-construction implementations of symbolic-analysis primitives for instruction
sets (87). The input is a specification of an instruction set’s concrete semantics;
the output is a triple of C++ functions that implement the three symbolic-
analysis primitives. The tool has been used to generate such primitives for x86
and PowerPC. To accomplish this, we leveraged an existing tool, TSL [9], as the
implementation platform for defining the necessary reinterpretations. However,
we wish to stress that the ideas presented in the paper are not TSL-specific; other
ways of implementing the necessary reinterpretations are possible (see §2).

The contributions of this paper lie in the insights that went into defining
the specific reinterpretations that we use to obtain mutually-consistent, correct-
by-construction implementations of the symbolic-analysis primitives, and the
discovery that W.LP could be obtained by using two different reinterpretations
working in tandem. The paper’s other contributions are summarized as follows:

— We present a new application for semantic reinterpretation, namely, to create

implementations of the basic primitives for symbolic reasoning (§4 and §5).

In particular, two key insights allowed us to obtain the primitives for WLP

and symbolic composition. The first insight was that we could apply semantic

reinterpretation in a new context, namely, to the interpretation function of

a logic (8§4). The second insight was to define a particular form of state-

transformation formula—called a structure-update expression (see §3.1)—to

be a first-class notion in the logic, which allows such formulas (i) to serve as a

replacement domain in various reinterpretations, and (ii) to be reinterpreted

themselves (§4).



— We show how reinterpretation can automatically create a W.LP primitive
that implements Morris’s rule of substitution [11] (§4).
— We conducted an experiment on real x86 code using the generated primitives
(87).
For expository purposes, simplified languages are used throughout. Our discus-
sion of machine code (§3.3 and §5) is based on a greatly simplified fragment of
the x86 instruction set; however, our implementation (§7) works on code from
real x86 programs compiled from C++ source code, including C++ STL, using
Visual Studio.

Organization. §2 presents the basic principles of semantic reinterpretation
by means of an example in which reinterpretation is used to create abstract
transformers for abstract interpretation. §3 defines the logic that we use, as well
a simple source-code language (PL) and an idealized machine-code language
(MC). §4 discusses how to use reinterpretation to obtain the three symbolic-
analysis primitives for PL. §5 addresses reinterpretation for MC. §6 explains how
other language constructs beyond those found in PL and MC can be handled. §7
describes our implementation and the experiment carried out with it. §8 discusses
related work.

2 Semantic Reinterpretation for Abstract Interpretation

This section presents the basic principles of semantic reinterpretation in the
context of abstract interpretation. We use a simple language of assignments,
and define the concrete semantics and an abstract sign-analysis semantics via
semantic reinterpretation.

Ezample 1. [Adapted from [10].] Consider the following fragment of a deno-
tational semantics, which defines the meaning of assignment statements over
variables that hold signed 32-bit int values (where @& denotes exclusive-or):
Ield Ec€Expr:=1|E1®FE>]|...
S e Stmt=1=F, o € State = Id — Int32

& : Expr — State — Int32

Ello =0l

g[[El D EQHO = g[[El]]U D S[[Eg]o
By “o[I — v],” we mean the function that acts like o except that argument I is
mapped to v. The specification given above can be factored into client and core
specifications by introducing a domain Val, as well as operators zor, lookup, and
store. The client specification is defined by
zor: Val — Val — Val lookup : State — Id — Val store : State — Id — Val — State

7 : Stmt — State — State
I[I = Ei]o = o[l — E[E]o]

& : Expr — State — Val
ElNo = lookup o I
g[[El (&) EQHO = g[[El]]U xor EIIEQ}]O'

For the concrete (or “standard”) semantics, the semantic core is defined by

7 : Stmt — State — State
I[I = E;]o = store o I E[E]o

v € Valsig = Int32 lookup,,; = Ao Ml .ol TOTstd = AV1.A\V2.V1 D V2
Statesiq = Id — Val storesig = Ao A\v.o[I — v]



[1] mov eax, [ebp—10]

si:x=xDy; Before After [2] xor eax, [ebp—14]
(a) sa:y=aDy; [3] mov [ebp—10], eax
S3: T =xDY; 0: o: [4] mov eax, [ebp—10]
) [6] xor eax, [ebp—14]
t1: *pT = *pT B *py; px: &py px: &py [6] mov [ebp—14], eax
(b) to: xpy =*px B *py; | py: [ &py . [7] mov eax, [ebp—10]
py: v
t3: *px = *px B *pY; [ v | [8] xor eax, [ebp—14]
[9] mov [ebp—10], eax
(©) (@)

Fig.1. (a) Code fragment that swaps two ints; (b) code fragment that swaps
two ints using pointers; (c) possible before and after configurations for code
fragment (b): the swap is unsuccessful due to aliasing; (d) x86 machine code
corresponding to (a).

Different abstract interpretations can be defined by using the same client se-
mantics, but giving a different interpretation of the base types, function types,
and operators of the core. For example, for sign analysis, assuming that Int32
values are represented in two’s complement, the semantic core is reinterpreted
as follows:?

T V2
v € Valgs = {neg, zero, pos} meg zero pos T
Stateqys = Id — Valgps
abs abs TOTgps = AUL. V2. neg [|T  neg neg T
lOOkupabS = o Al.ol v1 [zero||neg zero pos T

storeaps = Ao Al v.o[l — v] ?FOS ?Feg ?ros ¥ $

For the code fragment shown in Fig. 1(a), which swaps two ints, sign-analysis
reinterpretation creates abstract transformers that, given the initial abstract
state o9 = {x — neg,y — pos}, produce the following abstract states:
00 :={x > neg,y — pos}
o1:=Z[s1:x =z D y;]loo = storeqps oo © (neg xorgs pos) = {x — neg,y — pos}
o2:=T[s2 : y =z ® y;Jor = storeqs o1 Yy (neg zorqps pos) = {x — neg,y — neg}
03:=ZI[s3:x =z D y;]os = storeqs o2 T (neg xoras neg) = {x — T,y +— neg}.

Semantic Reinterpretation Versus Standard Abstract Interpretation.
Semantic reinterpretation [12,10] is a form of abstract interpretation [4], but
differs from the way abstract interpretation is normally applied: in standard ab-
stract interpretation, one reinterprets the constructs of each subject language; in
contrast, with semantic reinterpretation one reinterprets the constructs of the
meta-language. Standard abstract interpretation helps in creating semantically
sound tools; semantic reinterpretation helps in creating semantically sound tool
generators. In particular, if you have N subject languages and M analyses, with
semantic reinterpretation you obtain N x M analyzers by writing just N + M

3 For the two’s-complement representation, pos Toreys neg = meg ToTqps POS = neg
because, for all combinations of values represented by pos and neg, the high-order
bit of the result is set, which means that the result is always negative. However,
POS TOTaps POS = NEY TOTaps Neg = 1 because the concrete result could be either 0 or
positive, and zero Ll pos = T.



specifications: concrete semantics for N subject languages and M reinterpreta-
tions. With the standard approach, one must write N x M abstract semantics.

Semantic Reinterpretation Versus Translation to a Common Interme-
diate Representation. The mapping of a client specification to the operations
of the semantic core that one defines in a semantic reinterpretation resembles
a translation to a common intermediate representation (CIR) data structure.
Thus, another approach to obtaining “systematic” reinterpretations that are
similar to semantic reinterpretations—in that they apply to multiple subject
languages—is to translate subject-language programs to a CIR, and then cre-
ate various interpreters that implement different abstract interpretations of the
node types of the CIR data structure. Each interpreter can be applied to (the
translation of) programs in any subject language L for which one has defined
an L-to-CIR translator. Compared with interpreting objects of a CIR data type,
the advantages of semantic reinterpretation (i.e., reinterpreting the constructs
of the meta-language) are

1. The presentation of our ideas is simpler because one does not have to intro-
duce an additional language of trees for representing CIR objects.

2. With semantic reinterpretation, there is no explicit CIR data structure to
be interpreted. In essence, semantic reinterpretation removes a level of in-
terpretation, and hence generated analyzers should run faster.

To some extent, however, the decision to explain our ideas in terms of semantic
reinterpretation is just a matter of presentational style. The goal of the paper is
not to argue the merits of semantic reinterpretation per se; on the contrary, the
goal is to present particular interpretations that yield three desirable symbolic-
analysis primitives for use in program-analysis tools. Semantic reinterpretation
is used because it allows us to present our ideas in a concise manner. The ideas
introduced in §4 and §5 can be implemented using semantic reinterpretation—as
we did (see §7); alternatively, they can be implemented by defining a suitable
CIR datatype and creating appropriate interpretations of the CIR’s node types—
again using ideas similar to those presented in §4 and §5.

3 A Logic and Two Programming Languages

3.1 L: A Quantifier-Free Bit-Vector Logic with Finite Functions

The logic L is quantifier-free first-order bit-vector logic over a vocabulary of
constant symbols (I € Id) and function symbols (F' € Funcld). Strictly speaking,
we work with various instantiations of L, denoted by L[PL] and L[MC], in which
the vocabularies of function symbols are chosen to describe aspects of the values
used by, and computations performed by, the programming languages PL and
MC, respectively.

We distinguish the syntactic symbols of L from their counterparts in PL (§2
and §3.2) by using boxes around L’s symbols.

(RS Olnt‘?g = {0717} Op'QL € anOpL = {7|:I77"'}
bop; € BoolOp; = {7m7 ...} ropy € RelOp; = {E|7777.H}



const : Crpse — Val
condy, : BVal — Val — Val — Val
lookupld : LogicalStruct — Id — Val
binop;, : BinOp;, — (Val x Val — Val)
relopy, : RelOp; — (Val x Val — BVal)
boolop;, : BoolOp; — (BVal x BVal — BVal)
lookupFuncld : LogicalStruct — Funcld — (Val — Val)
access : (Val — Val) x Val) — Val
update : ((Val — Val) x Val x Val) — (Val — Val)

T : Term — LogicalStruct — Val F : Formula — LogicalStruct — BVal

Te]e = const(c) F ||. T
T[I]e = lookupld v T ]—']]L =
T[T1 op2;, To]e = T[T1]e binop(op2) T[T2]e  F[Ty rop, T = ’T[[Tl]]L relopy, (ropr,) T[T2]e
T lite(p, T1, T2)]e = condy (Flele, T [Ti]e, T[T2]) Fl=]e1le = =Fler]e
TIFE(T1)]e = access(FE[FE]e, T[T1]e) Fl1 bopy, 2]t = Flp1]e boolopy, (bopy) Flwa]e

FE : FuncExpr— LogicalStruct — (Val — Val)
FE[F]e = lookupFuncld v F
FEFE [Ty — Tol|e = update(FE[FE1], T [T1]e, T [T2]e)

U : StructUpdate — LogicalStruct — LogicalStruct
Ul{l; = T} {F; < FE D] = ((TD[L = TT, (12)[F; — FE[FE;]])

Fig. 2. The factored semantics of L.

The rest of the syntax of L[] is defined as follows:
I € 1d,T € Term,p € Formula, F' € Funcld, FE € FuncFxpr,U € StructUpdate

Tuo=c|I|Th op2; To | ite(p, Th,T2) | FE(T) FE == F | FE\[Th — T3]
<p::: | | Ty rop, To | [ =] 1 | 1 bopy, @2 U = ({Ii = T:i}, {F; < FE;})

A Term of the form ite(p, Ty, T2) represents an if-then-else expression. A
FuncEzpr of the form FE;[Ty — Ts] denotes a function-update expression. A
StructUpdate of the form ({I; < T}, {F; « FE;}) is called a structure-update
expression. The subscripts ¢ and j implicitly range over certain index sets, which
will be omitted to reduce clutter. To emphasize that I; and F} refer to next-state
quantities, we sometimes write structure-update expressions with primes: ({I] <
T;},{Fj < FE;}). {I] <= T;} specifies the updates to the interpretations of the
constant symbols and {F] < FFEj;} specifies the updates to the interpretations
of the function symbols (see below). Thus, a structure-update expression ({I] <
T;},{Fj < FEj}) can be thought of as a kind of restricted 2-vocabulary (i.e.,
2-state) formula A\;(I] = T3;) A \;(Fj E;). We define U4 to be ({I’ — I |
Ield},{F —F|Fe Func[d})

Semantics of L. The semantics of L[-] is defined in terms of a logical structure,
which gives meaning to the Id and Funcld symbols of the logic’s vocabulary.
¢ € LogicalStruct = (Id — Val) x (Funcld — (Val — Val))

(111) assigns meanings to constant symbols, and (¢12) assigns meanings to func-
tion symbols. ((pT1) and (p12) denote the 15* and 2”4 components, respectively,
of a pair p.)

The factored semantics of L is presented in Fig. 2. Motivated by the needs of
later sections, we retain the convention from §2 of working with the domain Val



& : Expr— State — Val
Elc]o = const(c)

ve Val ElIo = lookupState o I
l € Loc= Val El&I)o = lookupEnv o I
o € State = Store x Env E[«E]o = lookupStore o (E[E]o)

E[E1 op2 Es]o = E[Eq]o binop(op2) E[E:]o
E[BE? E; : Er]Jo = cond(B[BE]o, E[EA]o, E[Ea]o)

const : Crui30 — Val B : BoolExpr — State — BVal
cond : BVal — Val — Val — Val B[T]je =T
lookupState : State — Id — Val B[FJo =F
lookupEnv : State — Id — Loc B[Ey rop Es]lo = E[Er]o relop(rop) E[Es]o

lookupStore : State — Loc — Val B[-BE,]o = —B[BE;]o
updateStore : State — Loc — Val — State B[BEy bop BEs>]o = B[BE1]o boolop(bop) B[BEs]o

T : Stmt— State — State
I[I = E;]o = updateStore o (lookupEnv o I) (E[E]o)
I[*I = E;]o = updateStore o (E[I]o) (E[E]o)
I[[S1 52]]0' = IIISQH(I[[Sl]]O')
Fig. 3. The factored semantics of PL.

rather than Int32. Similarly, we also use BVal rather than Bool. The standard
interpretations of binop;, relop;, and boolop; are as one would expect, e.g.,
vy binopy, () vy = vy zorvy, etc. The standard interpretations for lookupld,,
and lookupFuncld,,, select from the first and second components, respectively,
of a LogicalStruct: lookupldg ;oI = (111)(I) and lookupFuncldg, o F = (112)(F).
The standard interpretations for access and update select from, and store to, a
map, respectively.

Let U = ({I; « T;},{F; < FE;}). Because U[U] retains from ¢ the value
of each constant I and function F for which an update is not defined explicitly
inU (ie., I € (Id—{L}) and F € (Funcld— {F;})), as a notational convenience
we sometimes treat U as if it contains an identity update for each such symbol;
that is, we say that (UT1)I = I for I € (Id — {L;}), and (U12)F = F for
F € (Puncld— {F}}).

3.2 PL : A Simple Source-Level Language

PL is the language from §2, extended with some additional kinds of int-valued
expressions, an address-generation expression, a dereferencing expression, and an
indirect-assignment statement. Note that arithmetic operations can also occur
inside a dereference expression; i.e., PL allows arithmetic to be performed on
addresses (including bitwise operations on addresses: see Ex. 2).

S € Stmt, E € Expr, BE € BoolExpr,I € Id,c € Crautse

cx=0]1].. Eu=c|I|&I[|+E|E1 op2E>| BE? E1: E»
Su=I=F;|«]I =E;|S1S2 BE:=T|F|E;, rop E2 | ~BE: | BE, bop BE»
Semantics of PL. The factored semantics of PL is presented in Fig. 3. The
semantic domain Loc stands for locations (or memory addresses). We identify
Loc with the set Val of values. A state o € State is a pair (1, p), where, in the
standard semantics, environment n € Env = Id — Loc maps identifiers to their



const: Crps0 — Val cond : BVal — Val — Val — Val

store,eg : State — register — Val — State storemem : State — Val — Val — State

lookup, ., : State — register — Val lookup,, ., : State — Val — Val

storefqg : State — flagName — BVal — State storec, : State — State
lookupg,, : State — flagName — BVal storeeip = Ao.storereg(o, EIP, R[EIP]o binop(+) 4)
R : reg — State — Val O : src_operand — State — Val

Rlrlo = lookup,,(o,7) OlIndirect(r,c)]o = lookup,,..,(c, R[r]o binop(+) const(c))

O[DirectReg(r)]o = R[r]o

K: flagName — State — BVal O[Immediate(c)]o = const(c)

K[ZF]o = lookupg,,(o, ZF)

T : instruction — State — State
Z[MOV(Indirect(r, c), so)]|o = storecip(storemem (o, R[r]o bmop(+ const(c), Ofso]o))
I[MOV(DirectReg(r), so)]|o = storeciy(storereg(o,r,Oso]o))

I[CMP(do, so)]o = storeeip(storeqag(o, ZF, O[do]o binop(—) O[so]o relop(=) 0))
Z[XOR(do:Indirect(r, c), s0)]o = storecip(storemem (o, R[r]o binop(+) const(c), O[do]o binop(®) Oso]o))
Z[XOR(do: DirectReq(r), s0)]o = storeeip(storereg(o, r, O[do]lo binop(&) O[so]o))

Z[JZ(do)]o (o, EIP, cond(K[ZF]o, R[EIP]o binop(+) 4, O[do] o))

Fig. 4. The factored semantics of MC.

storereg(o

associated locations and store p € Store = Loc — Val maps each location to the
value that it holds.

The standard interpretations of the operators used in the PL semantics are

BValgq= BVal condsig = Ab.Avi. Avz. (b7 v1 @ v2)
Valsta = Int32 lookupState ,; = A(n, p). M .p(n(I))
Locstqg = Int32 lookupEnv ., = A(n, p). A .n(I)
1N € Envsig = Id — Locsiq lookupStore ., = \(n, p).Al.p(1)
p € Storestq = Locsia — Valsia updateStore,; = \(n, p). M. Av.(n, p[l — v])

3.3 MC: A Simple Machine-Code Language

MC is based on the x86 instruction set, but greatly simplified to have just four
registers, one flag, and four instructions.

r € register,do € dst_operand, so € src_operand, i € instruction

ru=FEAX| EBX| EBP| EIP do ::= Indirect(r, Val) | DirectReg(r)
flagName ::= ZF so ::=do U Immediate( Val)
instruction := MOV(do, so) | CMP(do, so) | XOR(do, so) | JZ(do)

Semantics of MC. The factored semantics of MC is presented in Fig. 4. It
is similar to the semantics of PL, although MC exhibits two features not part
of PL: there is an explicit program counter (EIP), and MC includes the typical
feature of machine-code languages that a branch is split across two instructions
(CMP ... JZ). An MC state o € State s a triple (mem, reg, flag), where mem is a
map Val — Val, reg is a map register — Val, and flag is a map flagName — BVal.
We assume that each instruction is 4 bytes long; hence, the execution of a MOV,
CMP or XOR increments the program-counter register FIP by 4. CMP sets the
value of ZF according to the difference of the values of the two operands; JZ
updates EIP depending on the value of flag ZF.



4 Symbolic Analysis for PL via Reinterpretation

A PL state (1, p) can be modeled in L[PL] by using a function symbol F, for
store p, and a constant symbol ¢, € Id for each PL identifier z. (To reduce
clutter, we will use x for such constants instead of ¢,.) Given ¢ € LogicalStruct,
the constant symbols and their interpretations in ¢ correspond to environment
7, and the interpretation of F}, in ¢ corresponds to store p.

Symbolic Evaluation. A primitive for forward symbolic-evaluation must solve
the following problem: Given the semantic definition of a programming language,
together with a specific statement s, create a logical formula that captures the se-
mantics of s. The following table illustrates how the semantics of PL statements
can be expressed as L[PL] structure-update expressions:
PL L[PL]
z = 17;(0,{F, — F,[x — 17]})
z=y; |(0.{F, < Fo[x — F,(y)]})
z = +q;| (0, {F) « Fy[x — Fp(Fp(a)]})
To create such expressions automatically using semantic reinterpretation, we
use formulas of logic L[PL] as a reinterpretation domain for the semantic core of
PL. The base types and the state type of the semantic core are reinterpreted as
follows (our convention is to mark each reinterpreted base type, function type,
and operator with an overbar): Val = Term, BVal = Formula, and State =
StructUpdate. The operators used in PL’s meaning functions &£, B, and Z are
reinterpreted over these domains as follows:
— The arithmetic, bitwise, relational, and logical operators are interpreted
as syntactic constructors of L[PL] Terms and Formulas, e.g., binop(®) =
VA VEWA TQ. Straightforward simplifications are also performed; e.g.,

Oa simplifies to a, etc. Other simplifications that we perform are similar
to ones used by others, such as the preprocessing steps used in decision proce-
dures (e.g., the ite-lifting and read-over-write transformations for operations
on functions [5]).
— cond residuates an ite(-,-,-) Term when the result cannot be simplified to a
single branch.
The other operations used in the PL semantics are reinterpreted as follows:

lookupState : StructUpdate — Id — Term lookupState = A\UXL.((U12)F,)((UT1)I)
lookupEnv : StructUpdate — Id — Term lookupEnv = AU .(UT1)I
lookupStore : StructUpdate — Term — Term  lookupStore = A\UXT.((U12)F,)(T)
updateStore : StructUpdate — Term — Term — StructUpdate
updateStore = AUV \T>.((UT1), (U12)[F, — ((U12)F,)[T1 — T2]])

By extension, this produces functions &€, B, and Z with the following types:

Standard Reinterpreted

E: Expr — State — Val &: Expr — StructUpdate — Term

B: BoolExpr — State — BVal | B: BoolEzpr — StructUpdate — Formula
I: Stmt — State — State T: Stmt — StructUpdate — StructUpdate

Function Z translates a statement s of PL to a phrase in logic L[PL)].
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F} « F[0 ~ v][px — py][py — py])

7F/ = F,[0+ v][px > pyl[py — (E[+px[Ur[ @ |E[+py]U1)])
F, — F,[0 — v][px — pyl[py — PY.PY

7F’ = F,[0 — v][px + py][py — 0]) =

0,
T[xpx = *px & *py; ]]U1 = (0
0,
0
@,F’ — F,[0— (E[+pa]Uz[ @] E[+py Uz)][px — pyl[py — 0])
0,
0,
0

Fj = F,[0— (0[@]v)][px — py][py — 0])

B F"—’FP[OH’U}[PXHPY][PYHO]_): B

I[px = #px @ =py;[Us = (0, F}, = F,[0 — v][px — py][py — (fﬂ*pwﬂUs [&]€+py]Us)])
= (0, F, < F,[0— v][px — pyl[py — (0] ]v)]
= (0, F, < F,[0— v][px — py][py = v]) = U4

= (
(
(
= (
I[*py = *px @ *+py;]Uz = (
= (
(
(
(

Fig. 5. Symbolic evaluation of Fig. 1(b) via semantic reinterpretation, starting
with a StructUpdate that corresponds to the “Before” column of Fig. 1(c).

Ezample 2. The steps of symbolic evaluation of Fig. 1(b) via semantic reinter-
pretation, starting with a StructUpdate that corresponds to Fig. 1(c), are shown
in Fig. 5. The StructUpdate U, can be considered to be the 2-vocabulary formula
F, = F,[0 — v][px  py][py — v], which expresses a state change that does not
usually perform a successful swap.

WLP. WCLP(s,¢) characterizes the set of states o such that the execution
of s starting in o either fails to terminate or results in a state ¢’ such that
©(c’) holds. For a language that only has int-valued variables, the WLP of a
postcondition (specified by formula ) with respect to an assignment statement
var = rhs; can be expressed as the formula obtained by substituting rhs for all
(free) occurrences of var in ¢: @[var < rhs].

For a language with pointer variables, such as PL, syntactic substitution
is not adequate for finding W.LP formulas. For instance, suppose that we are
interested in finding a formula for the WLP of postcondition = 5 with respect
to #p = e;. It is not correct merely to perform the substitution (z = 5)[*p « €.
That substitution yields x = 5, whereas the WLP depends on the execution
context in which *p = e; is evaluated:

— If p points to z, then the WLP formula should be e = 5.
— If p does not point to x, then the WLP formula should be x = 5.
The desired formula can be expressed informally as ((p = &) ?e: ) = 5.

For a program fragment that involves multiple pointer variables, the WLP
formula may have to take into account all possible aliasing combinations. This is
the essence of Morris’s rule of substitution [11]. One of the most important fea-
tures of our approach is its ability to create correct implementations of Morris’s
rule of substitution automatically—and basically for free.

Ezample 3. In L[PL], such a formula would be expressed as shown below on the
right. (This formula will be created using semantic reinterpretation in Ex. 4.)
Informal L[PL]

Query | WLP(xp =e,x = 5) WEP(*p =e, F)( E|5)

Result | ((p = &x) 7e:x) =5 | ite(F,(p)[=]x, F Fp(x))[=]5

To create primitives for WLP and symbohc composition via semantic rein-
terpretation, we again use L[PL] as a reinterpretation domain; however, there is
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a trick: in contrast with what is done to generate symbolic-evaluation prim-
itives, we use the StructUpdate type of L[PL] to reinterpret the meaning
functions U, FE, F, and T of L[PL] itself! By this means, the “alternative
meaning” of a Term/Formula/ FuncExpr/StructUpdate is a (usually different)
Term/ Formula/ FuncExpr/ StructUpdate in which some substitution and/or sim-
plification has taken place. The general scheme is outlined in the following table:

Meaning function(s) Type reinterpreted Replacement type Function created
I,E,B State StructUpdate Symbolic evaluation
F, T LogicalStruct StructUpdate WLP

UFEF,T LogicalStruct StructUpdate Symbolic composition

In §3.1, we defined the semantics of L[-] in a form that would make it
amenable to semantic reinterpretation. However, one small point needs adjust-
ment: in §3.1, the type signatures of LogicalStruct, lookupFuncld, access, update,
and FE include occurrences of Val — Val. This was done to make the types more
intuitive; however, for reinterpretation to work, an additional level of factoring
is necessary. In particular, the occurrences of Val — Val need to be replaced
by FVal. The standard semantics of F'Val is Val — Val; however, for creating
symbolic-analysis primitives, F'Val is reinterpreted as FuncExpr.

The reinterpretation used for U, FE, F, and T is similar to what was used
for symbolic evaluation of PL programs:

— Val = Term, BVal = Formula, FVal = FuncEzpr, and LogicalStruct =
StructUpdate.

— The arithmetic, bitwise, relational, and logical operators are interpreted
as syntactic Term and Formula constructors of L (e.g., binopL() =
N Ty Ty Tg) although straightforward simplifications are also per-
formed.

— condy, residuates an ite(-,-,-) Term when the result cannot be simplified to
a single branch.

— lookupld and lookupFuncld are resolved immediately, rather than residuated:

o lookupld ({I; — T;},{F; < FE;}) I =T}
o lookupFuncld ({I; — T;},{F; «— FE;}) Fy, = FE},.

— access and update are discussed below.

By extension, this produces reinterpreted meaning functions U, F&, F, and 7T.

Somewhat surprisingly, we do not need to introduce an explicit operation of
substitution for our logic because a substitution operation is produced as a by-
product of reinterpretation. In particular, in the standard semantics for L, the
return types of meaning function 7" and helper function lookupld of the semantic
core are both Val. However, in the reinterpreted semantics, a Val is a Term—
i.e., something symbolic—which is used in subsequent computations. Thus, when
t € LogicalStruct is reinterpreted as U € StructUpdate, the reinterpretation of
formula ¢ via F[]U substitutes Terms found in U into ¢: F[@]U calls T[TU,
which may call lookupld U I; the latter would return a Term fetched from U,
which would be a subterm of the answer returned by 7 [T]U, which in turn
would be a subterm of the answer returned by F[¢]U.

12



To create a formula for WLP via semantic reinterpretation, we make use of
both F, the reinterpreted logic semantics, and Z, the reinterpreted programming-
language semantics. The WLP formula for ¢ with respect to statement s is
obtained by performing the following computation:

WLP(s,¢) = Flel(Z[s]Uia)-

To understand how pointers are handled during the W.LP operation, the key
reinterpretations to concentrate on are the ones for the operations of the semantic
core of L[PL] that manipulate FVals (i.e., arguments of type Val — Val)—in
particular, access and update. We want access and update to enjoy the following
semantic properties:

T [access(FEy, To)|e = (FE[FEo])(T[To]e)
FE[update( FEoy, To, T1)]t = (FE[FE])[T[To]e — T[T1]¢]

Note that these properties require evaluating the results of access and update with
respect to an arbitrary ¢ € LogicalStruct. As mentioned earlier, it is desirable for
reinterpreted base-type operations to perform simplifications whenever possible,
when they construct Terms, Formulas, FuncEzprs, and StructUpdates. However,
because the value of ¢ is unknown, access and update operate in an uncertain
environment.

To use semantic reinterpretation to create a W.LP primitive that implements
Morris’s rule, simplifications are performed by @ccess and update according to the
definitions given below, where =, #, and = denote equality-as-terms, definite-
disequality, and possible-equality, respectively.

access(F k1) = F(ki)
ds if (kl = kz)
access(FE[ks — d2)]), k1) = { access(FE, k1) if (k1 # ko)
ite(kl Elkz, dz,m(FE, kl)) if (kl = kz)

update(F,k1,d1) = Flki — di]

FE[k1 — d1] lf (kl = kz)
update( FE[ks — d2], k1,d1) = { update(FE, ki,d1)[ks — d2] if (k1 # k2)
FE[kz (g dz][kl [ad d1] lf (kl = kz)

(The possible-equality tests, “k; = ko”, are really “otherwise” cases of three-
pronged comparisons.) The possible-equality case for access introduces ite terms.
As illustrated in Ex. 4, it is these ite terms that cause the reinterpreted opera-
tions to account for possible aliasing combinations, and thus are the reason that
the semantic-reinterpretation method automatically carries out the actions of
Morris’s rule of substitution [11].

Ezxample 4. We now demonstrate how semantic reinterpretation produces the
L[PL] formula for WLP (xp = e,z = 5) claimed in Ex. 3.

U :=T[*p=e]Umn
= updateStore(Ua, g[[p]] Ui, E[[e]] Uta)
= updateStore(Urq, lookupState(Uya, p), lookupState(Uyq, €)
= updateStore(Uq, Fy(p), Fp(e))
= ((Unall), Fp <= Fp[Fp(p) = Fp(e)])
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WLP(xp = e, Fp(x)[=]5) ?[FP(X)EM]U
(TTF(®)IU)[=(T]51V)
= (access(FE[F)U, T[x]U))[=]5
access(lookup Funcld(U, Fy), lookupId(U, x)))[=]5
wecess(Fy [y (p) — Fole)], %) [=]5

= ite(F,(p)[=]x, Fp(e), access(Fy, x))[=]5

— ite(F,(p) (=%, Fo(e), Ful(x)) [=]5
Note how the case for access that involves a possible-equality comparison causes
an ite term to arise that tests “F,(p)[=]x". The test determines whether the
value of p is the address of x, which is the only aliasing condition that matters

for this example.

= (
= (

Symbolic Composition. The goal of symbolic composition is to have a
method that, given two symbolic representations of state changes, computes
a symbolic representation of their composed state change. In our approach, each
state change is represented in logic L[PL] by a StructUpdate, and the method
computes a new StructUpdate that represents their composition. To accomplish
this, L[PL] is used as a reinterpretation domain, exactly as for WLP. More-

over, U turns out to be exactly the symbolic-composition function that we seek.
In particular, & works as follows:

UI({Ti < T.},{F; < FE;})]U = (UI)[I; — T[T;]U], (U12)[F; — FE[FE;]U))

Ezample 5. For the swap-code fragment from Fig. 1(a), we can demonstrate the
ability of U to perform symbolic composition by showing that
f[[sl; S2; 83]]U7;d = H[[T[[SSHUM]] (T[[Sl; 82]]U¢d).
First, consider the left-hand side. It is not hard to show that 7[[31; 82; 83)Uia =
({x’ < v,y < x},0). Now consider the right-hand side. Let Uy 2 and Us be
Uiz = Z[s1;82]Ui = ({x' < xy,y/ —x},0)
Us = T[S:;ﬂUid = ({X/ — Xy,y/ —y}0).
We want to compute
ULUs[Ur2 = U[{¥ — x[@]y,y < y},0)]U12
= (Ui21)x = T[x| @ |y]U12.y — T [y]Us.2], 0)
(U2 [x = (x[@]y)[@]*),y — =],0)
(Ur21)[x = 3,y = x],0)
= ({X/ Y, yl - X}, (Z))
Therefore, Z[s1; s2; 83]Uia = U[U3] U1 2.

5 Symbolic Analysis for MC via Reinterpretation

To obtain the three symbolic-analysis primitives for MC, we use a reinterpreta-
tion of MC’s semantics that is essentially identical to the reinterpretation for PL,
modulo the fact that the semantics of PL is written in terms of the combinators
lookupEnv, lookupStore, and updateStore, whereas the semantics of MC is written
in terms of lookup,.,, storereg, lookupg,,, storefag, lookup,, q.,, and storemem.
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[1] void foo(int e, int x, int* p) { [1] mov eax, p;

[2] [2] mov ebx, e;
[3] *p = e; [3] mov [eax], ebx;
[4] if(x == 5) [4] cmp x, 5;
[5] goto ERROR; [5] jz ERROR;
(6] } [6]1 ...
[7] ERROR: ...
(a) (b)

Fig. 6. (a) A simple source-code fragment written in PL; (b) the MC code for

().

Symbolic Evaluation. The base types are redefined as BVal = Formula,
Val = Term, State = StructUpdate, where the vocabulary for LogicalStructs
is ({ZF, EAX, EBX, EBP, EIP},{Fem}). Lookup and store operations for MC,
such as lookup,,.,, and storemem, are handled the same way that lookupStore and
updateStore are handled for PL.

Ezample 6. Fig. 1(d) shows the MC code that corresponds to the swap code
in Fig. 1(a): lines 1-3, lines 4-6, and lines 7-9 correspond to lines 1, 2, and 3
of Fig. 1(a), respectively. For the MC code in Fig. 1(d), Zyc[swap]U;q, which
denotes the symbolic execution of swap, produces the StructUpdate
<{EAX’<—>chm(EBP [-] 14)}, )
{Flrom Fuem[EBP [-] 10 = Fynem(EBP [2] 14)][EBP [<] 14 + Finem(EBP [£] 10)]}

Fig. 1(d) illustrates why it is essential to be able to handle address arithmetic: an
access on a source-level variable is compiled into machine code that dereferences
an address in the stack frame computed from the frame pointer (EBP) and
an offset. This example shows that Zyc is able to handle address arithmetic
correctly.

WLP. To create a formula for the WLP of ¢ with respect to instruction ¢ via
semantic reinterpretation, we use the reinterpreted MC semantics Zyic, together
with the reinterpreted L[MC] meaning function Fuic, where Fypc is created via
the same approach used in §4 to reinterpret L[PL]. WLP(i, ) is obtained by
performing Fyic[¢](Zmc[i]Uia)-

Ezample 7. Fig. 6(a) shows a source-code fragment; Fig. 6(b) shows the corre-
sponding MC code. (To simplify the MC code, source-level variable names are
used.) In Fig. 6(a), the largest set of states just before line [3] that cause
the branch to ERROR to be taken at line [4] is described by WLP(xp =
e,x = 5). In Fig. 6(b), an expression that characterizes whether the branch to
ERROR is taken is WLP(s111-151, (EIP[=]crr1)), where sp13-rs1 denotes instruc-
tions [1]-[5] of Fig. 6(b), and c(7; is the address of ERROR. Using semantic
reinterpretation, ?MC[[(E]PEICW])]](TMC [st11-t51]Uia) produces the formula
(ite((Fnem(P)[Z]%)s Fmem(€), Fnem(%))[-]5)[=]0, which, transliterated to in-
formal source-level notation, is (((p = &z) ?e: z) —5) = 0.

Even though the branch is split across two instructions, WLP can be used to
recover the branch condition. WLP(cmp x,5; jz ERROR, (EIP[=]cr71)) returns
the formula ite(((Fmem(x)[-]5)[=]0), ct71, cte1) [=]crn as follows:
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Tuclemp x,5]Uia = ({ZF < (Fnen(x)[-]5)[=]0}, 0) =0
Tnmc [[JZ ERRORﬂUl ({EIP’ — gte(((Fmem(x) |Z|5) IEIO)7 Cr71, Crel )}7 @) =Us
?MC IIEIPEI Cr71 HUQ = ite(((chm(x) |:|5) EIO), C[71, Clel ) EICU]
Because crr1 # cre, this simplifies to (Finem(x)[-]5)[=]0—i.e., in source-level
terms, (z —5) = 0.

Symbolic Composition. For MC, symbolic composition can be performed
using Unic.

6 Other Language Constructs

Branching. Ex. 7 illustrated a WLP computation across a branch. We now
illustrate forward symbolic evaluation across a branch.

Suppose that an if-statement is represented by IfStmi( BE, Int32, Int32), where

BF is the condition and the two Int32s are the addresses of the true-branch and
false-branch, respectively. Its factored semantics would specify how the value of
the program counter PC changes:
Z[IfStmi(BE, cr, cp)]o = updateStore o PC cond(B[BE]o, const(cr), const(cr)).
In the reinterpretation for symbolic evaluation, the StructUpdate U obtained
by Z[IfStmt(BE, ¢z, cr)|Uia would be ({ PC' « ite(ppg, cr,cr)}, D), where ppp
is the Formula obtained for BF under the reinterpreted semantics. To obtain
the branch condition for a specific branch, say the true-branch, we evaluate
FIPC[=]er]U. The result is (ite(ppp, cr,cr)[=]cr), which (assuming that
cr # cp) simplifies to ppg. (A similar formula simplification was performed in
Ex. 7 on the result of the WLP formula.)

Loops. One kind of intended client of our approach to creating symbolic-
analysis primitives is hybrid concrete/symbolic state-space exploration [6, 13,7,
3]. Such tools use a combination of concrete and symbolic evaluation to generate
inputs that increase coverage. In such tools, a program-level loop is executed
concretely a specific number of times as some path 7 is followed. The symbolic-
evaluation primitive for a single instruction is applied to each instruction of 7
to obtain symbolic states at each point of m. A path-constraint formula that
characterizes which initial states must follow 7 can be obtained by collecting
the branch formula ¢@pp obtained at each branch condition by the technique
described above; the algorithm is shown in Fig. 7.

X86 String Instructions. X86 string instructions can involve actions that
perform an a priori unbounded amount of work (e.g., the amount performed is
determined by the value held in register ECX at the start of the instruction).
This can be reduced to the loop case discussed above by giving a semantics in
which the instruction itself is one of its two successors. In essence, the “microcode
loop” is converted into an explicit loop.

Procedures. A call statement’s semantics (i.e., how the state is changed by
the call action) would be specified with some collection of operations. Again,
the reinterpretation of the state transformer is induced by the reinterpretation
of each operation:
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Formula ObtainPathConstraintFormula(Path ) {

Formula ¢ = ; // Initial path-constraint formula
StructUpdate U = U,q;  // Initial symbolic state-transformer
let [PCi : i1, PCy i i2,..., PCp : in, PChy1 : skip] = 7 in
for (k=1; k <n; k++) {

U =T[ix]U; // Symbolically execute i

if (ir is a branch instruction)

p=¢ F[PC = PCy41]U; // Conjoin the branch condition for i

return o;
}
Fig.7. An algorithm to obtain a path-constraint formula that characterizes
which initial states must follow path 7.

— For a call statement in a high-level language, there would be an operation
that creates a new activation record. The reinterpretation of this would gen-
erate a fresh logical constant to represent the location of the new activation
record.

— For a call instruction in a machine-code language, register operations would
change the stack pointer and frame pointer, and memory operations would
initialize fields of the new activation record. These are reinterpreted in ex-
actly the same way that register and memory operations are reinterpreted
for other constructs.

Dynamic Allocation. Two approaches are possible:

— The allocation package is implemented as a library. One can apply our tech-
niques to the machine code from the library.

— If a formula is desired that is based on a high-level semantics, a call statement
that calls malloc or new can be reinterpreted using the kind of approach
used in other systems (a fresh logical constant denoting a new location can
be generated).

7 Implementation and Evaluation

Implementation. Our implementation uses the TSL system [9]. (TSL stands for
“Transformer Specification Language”.) The TSL language is a strongly typed,
first-order functional language with a datatype-definition mechanism for defining
recursive datatypes, plus deconstruction by means of pattern matching. Writing
a TSL specification for an instruction set is similar to writing an interpreter in
first-order ML. For instance, the meaning function Z of §3.3 is written as a TSL
function
state interpInstr(instruction I, state S) {...};

where instruction and state are user-defined datatypes that represent the
syntactic objects (in this case, instructions) and the semantic states, respectively.

We used TSL to (1) define the syntax of L[] as a user-defined datatype; (2)
create a reinterpretation based on L[] formulas; (3) define the semantics of L[]
by writing functions that correspond to 7, F, etc.; and (4) apply reinterpretation
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(2) to the meaning functions of L[] itself. (We already had TSL specifications of
x86 and PowerPC.)

TSL’s meta-language provides a fixed set of base-types; a fixed set of arith-
metic, bitwise, relational, and logical operators; and a facility for defining map-
types. Each TSL reinterpretation is defined over the meta-language constructs,
by reinterpreting the TSL base-types, base-type operators, map-types, and map-
type operators (i.e., access and update). When semantic reinterpretation is per-
formed in this way, it is independent of any given subject language. Consequently,
now that we have carried out steps (1)—(4), all three symbolic-analysis primitives
can be generated automatically for a new instruction set IS merely by writing a
TSL specification of IS, and then applying the TSL compiler. In essence, TSL act
as a “Yacc-like” tool for generating symbolic-analysis primitives from a semantic
description of an instruction set.

To illustrate the leverage gained by using the approach presented in this
paper, the following table lists the number of (non-blank) lines of C++ that are
generated from the TSL specifications of the x86 and PowerPC instruction sets.
The number of (non-blank) lines of TSL are indicated in bold.

TsL Specifications Generated C++ Templates
219 |FHu T FE VU] T [FE VT U FE v il
x86 3,524 1,510|| 23,109 15,632
PowerPC|| 1,546 (already written)|| 12,153 15,632

The C++ code is emitted as a template, which can be instantiated with different
interpretations. For instance, instantiations that create C++ implementations of
Zyss[-] and Zpowerpc[-] (i-e., emulators for x86 and PowerPC, respectively) can
be obtained trivially. Thus, for a hybrid concrete/symbolic tool for x86, our tool
essentially furnishes 23,109 lines of C++ for the concrete-execution component
and 23,109 lines of C++ for the symbolic-evaluation component. Note that the
1,510 lines of TSL that defines F[-], T[], FE[], and U[-] needs to be written
only once.

In addition to the components for concrete and symbolic evaluation, one also
obtains an implementation of WLP—via the method described in §4—by calling
the C++ implementations of F[-] and Z[-]: WLP(s, ) = F[o](Z[s]Uia). WLP
is guaranteed to be consistent with the components for concrete and symbolic
evaluation (modulo bugs in the implementation of TSL).

Evaluation. Some tools that use symbolic reasoning employ formula trans-
formations that are not faithful to the actual semantics. For instance, SAGE
[7] uses an approximate x86 symbolic evaluation in which concrete values are
used when non-linear operators or symbolic pointer dereferences are encoun-
tered. As a result, its symbolic evaluation of a path can produce an “unfaithful”
path-constraint formula ¢; that is, ¢ can be unsatisfiable when the path is exe-
cutable, or satisfiable when the path is not executable. Both situations are called
a divergence [7]. Because the intended use of SAGE is to generate inputs that in-
crease coverage, it can be acceptable for the tool to have a substantial divergence
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rate (due to the use of unfaithful symbolic techniques) if the cost of performing
symbolic operations is lowered in most circumstances.

However, if we eventually hope to model check x86 machine code, implemen-
tations of faithful symbolic techniques will be required. Using faithful symbolic
techniques could raise the cost of performing symbolic operations because faithful
path-constraint formulas could end up being a great deal more complex than un-
faithful ones. Thus, our experiment was designed to answer the question “What
is the cost of using exact symbolic-evaluation primitives instead of unfaithful
ones?”

It would have been an error-prone task to implement a faithful symbolic-
evaluation primitive for x86 machine code manually. Using TSL, however, we were
able to generate a faithful symbolic-evaluation primitive from an existing, well-
tested TSL specification of the semantics of x86 instructions. We also generated
an unfaithful symbolic-evaluation primitive that adopts SAGE’s approximate
approach. We used these to create two symbolic-evaluation tools that perform
state-space exploration—one that uses the faithful primitive, and one that uses
the unfaithful primitive.

Although the presentation in earlier sections was couched in terms of sim-
plified core languages, the implemented tools work with real x86 programs. Our
experiments used six C+-+ programs, each exercising a single algorithm from
the C++ STL, compiled under Visual Studio 2005. We compared the two tools’
divergence rates and running times (see Tab. 1). On average, the approximate
version had 5.2X fewer constraints in ¢, had a 79% divergence rate, and was
about 2X faster than the faithful version; the faithful version reported no diver-
gences.

8 Related Work

Symbolic analysis is used in many recent systems for testing and verification:
— Hybrid concrete/symbolic tools [6, 13,7, 3] use a combination of concrete and
symbolic evaluation to generate inputs that increase coverage.
— WLP can be used to create new predicates that split part of a program’s
abstract state space [1,2].

Name # || Trace] # Faithful Approximate
(STL) Tests|#instrs|branch|[ CE| SE [SMT]| [¢] [Div.|[C+SE[SMT] [¢] [Div.[Dist.
search 18 770 28 0.26] 8.68 [0.26 [ 10.5 0% | 9.13 [0.10| 4.8 [61%|55%
random_shuffie| 48 1831 51 0.59]21.6 [0.17[27.3[0% | 21.9 [0.03] 1.0 [95%|93%
copy 5 1987 57 0.69]55.0 [0.15] 5.4 [0% | 55.8 [0.03] 1.0 [60%|57%
partition 13 2155 76 0.72]26.4 [0.43[35.2 0% | 27.4 [0.02] 1.0 [92%|58%
max_element | 101 | 2870 224 1(0.94|17.0 [ 3.59 {153.0]/ 0% | 18.0 [ 2.90 |78.4|83%| 6%
transform 11 10880 476 ][4.22]720.8[1.12[220.6] 0% | 713.6 [ 0.03 | 1.0 [82%[89%

Table 1. Experimental results. We report the number of tests executed, the average
length of the trace obtained from the tests, and the average number of branches in
the traces. For the faithful version, we report the average time taken for concrete

execution (CE) and symbolic evaluation (SE). In the approximate version, these were
done in lock step and their total time is reported in (C+SE). (All times are in seconds.)
For each version, we also report the average time taken by the SMT solver (Yices), the
average number of constraints found (|¢|), and the divergence rate. For the approximate
version, we also show the average distance (in % of the total length of the trace) before
a diverging test diverged.
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— Symbolic composition is useful when a tool has access to a formula that sum-
marizes a called procedure’s behavior [14]; re-exploration of the procedure
is avoided by symbolically composing a path formula with the procedure-
summary formula.

However, compared with the way such symbolic-analysis primitives are imple-
mented in existing program-analysis tools, our work has one key advantage: it
creates the core concrete-execution and symbolic-analysis components in a way
that ensures by construction that they are mutually consistent. We are not
aware of existing tools in which the concrete-execution and symbolic-analysis
primitives are implemented in a way that guarantees such a consistency prop-
erty. For instance, in the source code for B2 [8] (the next-generation Blast), one
finds symbolic evaluation (post) and WLP implemented with different pieces of
code, and hence mutual consistency is not guaranteed. WLP is implemented via
substitution, with special-case code for handling pointers.
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