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� 1969, Len Kleinrock:

“We will probably see the spread of ‘computer utilities’ , which, 
like present electric and telephone utilities, will service 

individual homes and offices across the country.”

� 1998, Kesselman & Foster:
“A computational grid is a hardware and software infrastructure 

that provides dependable, consistent, pervasive, and 
inexpensive access to high-end computational capabilities.”

� 2000, Kesselman, Foster, Tuecke:
“…coordinated resource sharing and problem solving in 

dynamic, multi-institutional virtual organizations.”



� � �� � � � �	 
 ��� 
 
 � � � �� �� � � � � ��� � &

' � � �( � $�� �)$�� � �� �� #� � *��$��+� 
 
 � ,

� A Grid is a system that:
� Coordinates resources that are not subject to centralized 

control
� Uses standard, open, general-purpose protocols and 

interfaces
� Delivers non-trivial qualities of service
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� A distributed computing environment that coordinates:
� Computational jobs
� Data placement
� Information management

� Scales from one computer to thousands
� Capable of working across many administrative 

domains 
� That is: Get lots of work done, securely, in a wide area
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� Exemplified by:
� SETI@home
� Distributed.net
� BOINC

� Best for highly parallel applications
� Best for small data/compute ratio
� Must write your application to fit framework
� Server (or set of servers) distribute executables 

(rarely) and data (frequently)
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� Exemplified by Globus/Condor
� If one computer isn’ t enough, build a cluster
� If one cluster isn’ t enough, connect clusters 

together

Cluster Cluster Cluster

Interface Interface Interface

Client
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� Generally, you can run any application you wish
� The clusters are owned by people that (mostly) 

trust each other
� You can run more complex applications

� Applications that must be synchronized (MPI)
� Sets of applications that must be coordinated

Initial Processing

Analyze Analyze

Merge
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� Grids are not just for “ the big guys” with 
thousands of computers

� Grids are for everyone—it is just that some 
people have smaller grids

� Your goal at any given time should be to do your 
computing more reliably and at a larger scale

� Imagine a scientist who can use one computer, so 
you give them access to ten. 
� That’s a ten-fold increase!
� You’ve enabled a whole new level of work for that 

scientist
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� We propose that you build a Grid by starting 
small and expanding

� Step 1: Install a personal Condor
� Condor on a single computer
� It’s not a larger scale, but it’s more reliable

� Step 2: Expand to a pool
� Condor on a set of computers—now you have scale

� Step 3: Connect Condors together
� Share resources so everyone benefits

� Step 4: Use Condor to talk to other types of Grids
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� Condor is a batch system

� Submit your job
� Forget about it: Condor will get it down
� Works in a local environment, or a distributed environment (grid)

� Condor provides fair sharing
� For best performance, relies on preemption

� Works with dedicated & non-dedicated computers
� Condor is fault tolerant

� Checkpointing
� Error recovery

� The Condor Project has developed related software 
beyond Condor itself
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� Condor emphasizes high-throughput computing 
instead of high-performance computing\

� Not floating point operations per second, but CPU 
hours per year

� Emphasis in Condor is on:
� Reliability: your jobs will finish
� Fault Tolerance: Condor recovers from errors
� Usability: people can run their jobs without changes
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schedd
1. submit

collector

Central Manager

2. I have jobs

startd

3. I can run jobs

negotiator

4. What’s up?

5. Found match 

6. Run job
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� Standard universe

� Checkpointing: If you job is stopped, we can restart it 
where it left off

� Remote I/O: access files as if you were running on the 
submit computer

� Not on Windows. �

� Parallel Universes
� MPI
� PVM

� Java
� Better error handling when interacting with Java
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� Condor jobs from one Condor pool can “ flock” to 
other Condor pools

� Schedd will try reporting jobs to other pools if no 
resources available in your pool

� This is convenient because different (sub-) 
organizations can manage their own pools, but 
have access to unused machines in “external”
pools

� Condor is usually configured to prefer “native”
jobs over from “external” jobs
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schedd
1. submit

job manager
(1 per job)

4. Delegate Compute Cluster
(Condor or other)

5. Submit

2. Delegate

Gridmanager

gatekeeper

3. Submit
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� A DAG is defined by a .dag file, 

listing each of its nodes and their 
dependencies:
# di amond. dag
Job A a. sub
Job B b. sub
Job C c. sub
Job D d. sub
Par ent  A Chi l d B C
Par ent  B C Chi l d D

� each node will run the Condor job 
specified by its accompanying 
Condor submit file

Job A

Job B Job C

Job D
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� Condor COD: “Computing on Demand”
� “ I need this resource right now!”
� Suspend a Condor batch job on the resource 

immediately
� Allow the interactive jobs to come in with 

high priority and run instead of the batch job 
on any given resource

� The batch job continues when the resource 
is no longer needed by COD

� � � � � � �� � -
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� A scheduler for data placement activities in the 
Grid

� What Condor is for computational jobs, Stork is 
for data placement 

� Stork understands the characteristics and 
semantics of data placement jobs.

� Can make smart scheduling decisions, for reliable 
and efficient data placement.
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� Security software

� Authentication via X509 certificates
� Simple authorization

� Job submission
� “Please run my job on your cluster”

� Data transfer
� “Please copy my data from here to there”

� Replication location
� “Where is the nearest copy of my data?”

� Information
� “How many CPUs does site X provide?”
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� Users:
� Easy to use
� Single sign-on: only type your password once
� Delegate proxies

� Administrators
� Can specify local access controls
� Have accounting
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GRAM

Results
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� Extension to well known File Transfer Protocol 
(FTP)
� http://www.globus.org/datagrid/deliverables/C2WPdraft3.pdf

� Extensions include
� Strong authentication, encryption via Globus GSI
� Multiple, parallel data channels
� Third-party transfers
� Tunable network & I/O parameters
� Server side processing, command pipelining
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� Resources run a standard information service (GRIS) which speaksLDAP 

and provides information about the resource (no searching).
� GIIS provides a “caching” service much like a web search engine.  

Resources register with GIIS and GIIS pulls information from them when 
requested by a client and the cache as expired.

� GIIS provides the collective-level indexing/searching function.

GI IS

Cache contains info from A and B

Resource A

GRIS

GIIS requests information from
GRIS services as needed.

Client '

Client 2

Client 3

Resource B

GRIS

Clients 1 and 2 request info
directly from resources.

Client 3 uses GIIS for searching
collective information.
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� The Globus we described is pretty good:
� It’s fairly scalable
� It’s fairly robust and tested in production
� You can use it today

� But it has some problems
� Protocol deficiencies: 

� Blend of protocols, HTTP, LDAP…
� No standard means of invoking a service, sending 

notifications, propagating errors, etc.

� How do you add new services to Globus? 
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Grid

Web

WSRF

Started far 
apart in 
apps & 
tech

OGSI

GT2

GT1

HTTP
WSDL, 

WS-*

WSDL 2,

WSDM

Have been
converging 
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� OGSI and WSRF are being standardized by the 
Global Grid Forum (GGF)

� GGF is modeled on the Internet Engineering Task 
Force (IETF)

� GGF develops standards for the grid community

http://www.ggf.org/
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� Partly a buzzword…
� The Virtual Data System let’s users say:

“Please give me data X”
� And the data is either looked up or calculated
� Two problems make this more interesting

� Users care very much about where the data comes from 
(provenance)

� Users have complex workflows
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� Infrastructure 

� Network
� CPU
� Disk Space
� Deciding on the kind of hardware
� Usually, Grids are built with existing infrastructure

� Software
� Globus, Condor, VDT …
� Packaging
� Deciding on the operating system, Package versions. Linux is themost 

popular OS for building grids
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� Policies

� Security
� Accounting

� Configuration
� One of the most difficult things
� Configuring various pieces of software
� Customization

� Monitoring
� Monitoring your jobs
� Monitoring the health of a grid
� Some metrics: Load average, Number of jobs, Network delay …

� Maintaining


